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Abstract. We report preliminary results on the problem of efficient retrieval of
evidences for knowledge graph (KG) facts from large document collections. KGs
are rich repositories of human knowledge and real-world events. To verify and
validate facts about entities, it is often required to spot their evidences in large
news archives or on the Web. To do so, KG facts can be translated to their natural
language equivalent by using surface forms. Naı̈vely, attempting to search for all
combinations of the aliases in large document collections is a time-consuming
solution. We show that by using a combination of inverted indexes over n-grams
and skip-grams we can return evidences in the form of sentences for KG facts
within seconds.

1 Introduction

Knowledge graphs (KGs) are rich repositories of information about entities and real-
world events. KGs such as Wikidata allow users to create new entries for emerging
entities and establish their relations to other prominent entities in the KG. Often, such
new facts about emerging entities in the KG are left without any references. Establishing
provenance for KG facts is a problem of high interest, as shown by many recent works
in the Semantic Web community [1,3,5]. Provenance information in the form of textual
evidences from news articles and web pages can help put a KG fact into context. Most
importantly, journalists and scholars in humanities often rely on such provenance infor-
mation to verify and validate facts concerning emerging entities in news and real-world
events [2].

In this work, we solve the problem of efficiently retrieving sentences from
large document collections that establish provenance for a given KG fact. KG
facts 〈(S)UBJECT, (P)REDICATE, (O)BJECT〉 can be translated to their natural
language equivalent by substituting aliases and surface forms underlying the
〈S, P, O〉 triple from paraphrase dictionaries (e.g., Wikidata labels). For example,
〈BILL-GATES, SPOUSE, MELINDA-GATES〉, can be transformed to its natural language
equivalent using surface forms underlying the fact arguments as:〈{

bill gates

william gates

william henry gates iii

william henry bill gates iii

}
,

{
married to

marry

wedded to

married

}
,

{
melinda gates

melinda ann french

melinda french gates

melinda ann gates

}〉
.
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Three key challenges arise when attempting to retrieve sentences as evidences for
KG facts from large document collections. First, we must be able to quickly retrieve
all documents that mention at least one surface form from each argument of the KG
triple. Second, we must be able to ascertain that the surface forms corresponding to each
argument of the triple occur in the order specified. This is to assure that the retrieved
sentences are semantically meaningful. Third and finally, we must be able to determine
that all three surface forms appear within sentence boundaries. This is done to avoid
retrieving text regions or passages that are irrelevant as they may contain mentions
of the entities in isolation (e.g., as part of compound or different sentences). We next
describe our approach, that builds on our prior work [4], to address these challenges.

2 Approach

Notation. Consider a large document collection D = {d1, d2, . . . , d|D|}. Each
document in the collection d ∈ D consists of a sequence of sentences d =
〈s1, s2, . . . , s|d|〉. Further, each sentence in the document s ∈ d is a sequence of
words s = 〈w1, w2, . . . , w|s|〉 drawn from the vocabulary of the document collec-
tion Σ. Let, K denote a knowledge graph containing facts F in the form of triples:
〈(S)UBJECT, (P)REDICATE, (O)BJECT〉. A fact in the knowledge graph F ∈ K can
be translated to its natural language equivalent using surface forms (e.g., labels from
Wikidata) corresponding to each triple argument:

F ≡ 〈S, P, O〉 ≡ 〈{S1, S2, . . . , Sm}, {P1, P2, . . . , Pn}, {O1, O2, . . . , Ol}
〉
. (1)

Problem Statement. For a given KG fact F ∈ K as an input query, we are required
to output sentences s ∈ d from the document collection D. Each sentence s output
contains at least one surface form from each phrase set representing 〈S, P, O〉 and the
surface forms appear in order. For example, for the query representing the fact 〈 BILL-
GATES, SPOUSE, MELINDA-GATES 〉 (see Sect. 1), the sentence 〈 william gates

married, in 1994, his company’s employee melinda ann french 〉 is con-
sidered a match.

Inverted Indexes. To support efficient retrieval of sentences, we create indexes for word
sequences, that record their positional span and their sentence identifiers. We create two
types of inverted indexes: n-gram and skip-gram indexes. The n-gram indexes help us
determine the sentences that contain the surface forms of the triples. The skip-gram
indexes help us in two ways. First, skip-grams help us determine whether surface forms
belonging to two different triple arguments co-occur (e.g., 〈S, P〉). Second, skip-grams
give us a cardinality estimate on the number of positional spans that must be inspected
to determine a match within a sentence. Concretely, we created n-gram indexes that
record unigrams, bigrams, and trigrams. We created skip-gram indexes that record skip-
grams of words that occur within a window of ten words.

Query Processing and Optimization. Given a natural language representation of a
KG fact (see Eq. 1) as a query, we retrieve sentences in three steps. In the first step, we
determine the positional spans corresponding to each surface form in the fact F using
the n-gram indexes. This is done by decomposing all the surface forms into overlapping
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Table 1. Document collection statistics.

COLLECTION #DOCUMENTS #WORDS #SENTENCES

NYT 1,855,623 1,058,949,098 54,024,146

GIGAWORD 9,870,655 3,988,683,648 181,386,746

Table 2. Index sizes in Gigabytes (GB).

NYT GIGAWORD

COLLECTION SIZE 3.00 9.10

INDEX TYPE NYT GIGAWORD

WORD INDEX 5.80 22.30

N-GRAM INDEXES 45.90 154.40

SKIP-GRAM INDEX 56.10 203.60

Table 3. Testbed statistics.

CATEGORY PREDICATES #QUERIES AVG. #WORDS

WRITERS AWARD RECEIVED,
NOTABLE WORK

684 57.95

MEDICINE LAUREATES AWARD RECEIVED,
EMPLOYER

410 55.02

PHYSICS LAUREATES AWARD RECEIVED,
EMPLOYER

406 58.48

CHEMISTRY LAUREATES AWARD RECEIVED,
EMPLOYER

348 56.04

MOVIES CAST MEMBER,
FILMING LOCATION

114 75.51

ALL US ELECTIONS CANDIDATE 1 1081.00

ALL WORLD WAR I BATTLES LOCATION 1 1669.00

ALL WORLD WAR II BATTLES LOCATION 1 2563.00

ALL SUMMER OLYMPICS LOCATION 1 717.00

ALL WINTER OLYMPICS LOCATION 1 407.00

TOTAL QUERY INSTANCES: 1,977

n-grams (up to trigrams) and looking up their positional spans in the corresponding n-
gram indexes. Alternatively, we can determine the same set of positional spans using
the skip-gram index by decomposing the surface forms as overlapping skip-grams.

In the second step, we inspect that the positional spans corresponding to each fact
argument, occur in the sequence specified by the fact. For the fact F ≡ 〈S, P, O〉 all posi-
tional spans corresponding to the predicate P come after subject S. To minimize time,
we choose to examine those fact argument combinations first that will result in a mini-
mum number of resulting positional spans. This cardinality estimate of the join can be
determined by looking at frequencies of skip-grams built using surface forms belonging
to different fact arguments. In the third step, we verify that the positional spans corre-
sponding to surface forms from each fact argument are within the same sentence. This
is done by checking the sentence identifier retrieved along with the positional spans
from the inverted indexes.
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3 Evaluation

Document Collection and Indexes. We consider two news archives as our test docu-
ment collections: the New York Times (NYT) Annotated corpus1 and the Fifth Edition
of English Gigaword2. Statistics for both collections are reported in Table 1. For each
document collection we created n-gram indexes and skip-gram indexes as discussed in
Sect. 2. To put the n-gram and skip-gram index sizes into perspective, we also show
sizes of a word only (unigram) index and the size of the document collection in GB
(Table 2).

Queries for KG Facts were constructed using the Wikidata KG. Concretely, to
construct the queries, we picked prominent entities from categories such as medicine,
physics, and chemistry laureates. For each prominent entity we then considered those
predicates where multiple objects could be associated. For instance, all employment
positions for Nobel laureates. For each fact instance, we translated them to their natural
language equivalent using their Wikidata labels for items and properties. Details of the
query testbed are shown in Table 3.

Setup. We preprocessed the document collections using Stanford CoreNLP to deter-
mine sentences, words, and their positional spans in each document. We then instanti-
ated their n-gram and skip-gram indexes in HBase, a distributed extensible record store
on our Hadoop cluster. Our cluster consists of twenty machines equipped with Intel
Xeon CPUs at 3.50GHz, up to 128GB of RAM, and up to eight 4 TB secondary stor-
age. We execute the runtime experiments on a high-memory compute node equipped
with 1.48 TB of RAM and 96 core Intel Xeon CPU at 2.66GHz.

Baselines and Systems. We consider three baselines. The first baseline, BSCAN, sim-
ply establishes the time needed to scan the entire document collection on our Hadoop
cluster once. This gives us an upper bound on how long a query should take to process.
The second baseline, BBIGRAM, processes each phrase in the query using only the uni-
gram and bigram indexes. We can not solely use unigram indexes as we do not index
stopwords for them. The third baseline, BNGRAM processes each query using all of the
n-gram indexes. That is, for each phrase in the query BNGRAM makes use of unigram,
bigram, and trigram indexes. We consider two variations of our system: AHALF-OPT and
ACMPLT-OPT. The system AHALF-OPT performs the query processing without estimating the
join cardinalities. Whereas, ACMPLT-OPT performs all three steps of the query processing
and optimization described in Sect. 2. We evaluate the baselines and our system using a
sample of 100 queries for three rounds in a cold-cache setting. To simulate cold caches
we shuffle the order of queries in between rounds. We also measure the statistical sig-
nificance of the results using the Student’s paired t-test at significance level α = 0.05.
Statistically significant results with respect to the baselines BBIGRAM and BNGRAM are
marked by the symbols � and �, respectively.

Results for the baselines and systems are shown in Tables 4 and 5. From Table 4, we
see that naı̈vely scanning the document collection can be quite expensive, in the order of
minutes, to spot KG facts. From Table 5, we see that the BBIGRAM baseline also performs

1 https://catalog.ldc.upenn.edu/LDC2008T19.
2 https://catalog.ldc.upenn.edu/LDC2011T07.

https://catalog.ldc.upenn.edu/LDC2008T19
https://catalog.ldc.upenn.edu/LDC2011T07
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Table 4. Results for BSCAN (secs).

SYSTEM NYT GIGAWORD

BSCAN 111.00 396.00

Table 5. Runtime results (secs).

SYSTEM NYT GIGAWORD

BBIGRAM 7.77± 12.91 41.24± 62.94

BNGRAM 1.80± 2.82 7.89± 7.16

AHALF-OPT
�1.92± 3.63 �7.74± 7.30

ACMPLT-OPT
��1.41± 2.42 ��6.45± 6.50

poorly in retrieving sentences for KG facts as it only leverages n-grams of up to length
two for query processing. The BNGRAM baseline benefits by leveraging trigrams that
further help bring down the query-processing cost. Among our two systems, AHALF-OPT

and ACMPLT-OPT, we see that by leveraging skip-grams for cardinality estimation we can
see significant speedups over the baselines BBIGRAM and BNGRAM.
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