
University of Saarland

Faculty of Natural Sciences and Technology I

Department of Computer Science

Master’s Thesis

E N T I T Y R E C O M M E N D AT I O N

B A S E D O N W I K I P E D I A

submitted by

dragan milchevski

on December 20, 2013

Supervisor:

Dr.-Ing. Klaus Berberich

Reviewers:

Dr.-Ing. Klaus Berberich

Prof. Dr.-Ing. Gerhard Weikum





Eidesstattliche Erklärung

Ich erkläre hiermit an Eides statt, dass ich die vorliegende Ar-
beit selbstständig verfasst und keine anderen als die angegebenen
Quellen und Hilfsmittel verwendet habe.

Statement in Lieu of an Oath

I hereby confirm that I have written this thesis on my own and
that I have not used any other media or materials than the ones
referred to in this thesis.

Einverständniserklärung

Ich bin damit einverstanden, dass meine (bestandene) Arbeit in
beiden Versionen in die Bibliothek der Informatik aufgenommen
und damit veröffentlicht wird.

Declaration of Consent

I agree to make both versions of my thesis (with a passing grade)
accessible to the public by having them added to the library of the
Computer Science Department.

Saarbrücken, December 20, 2013

Dragan Milchevski





He who loves practice without theory is like the sailor who boards ship
without a rudder and compass and never knows where he may cast.

— Leonardo da Vinci





A B S T R A C T

Recommender systems improve the user experience, usually on
the Web, by producing personalized suggestions for new products
based on past user behavior. Therefore, they are a very popular
research and industry topic. Many commercial sites, such as Ama-
zon, Netflix and Apple offer recommendations for their products.
However, their algorithms work on propriety data and are con-
fined to one category. For instance, they recommend music based
on listened music, movies based on watched movies and buy-able
goods based on purchased goods.

In this thesis we present a novel system for personalized en-
tity recommendation across different categories by utilizing open-
source data, namely Wikipedia and YAGO. We propose a hybrid
model that exploits the users’ contributions to Wikipedia articles,
the textual similarity between the articles as well as the relations of
the entities within the YAGO taxonomy. We introduce a technique
for inferring implicit user preferences from the Wikipedia revi-
sion history. Further, we propose a similarity measure that uses
the WordNet taxonomy from YAGO and the Wikipedia category
system and combines it with collaborative and content-based fil-
tering algorithms into a hybrid similarity measure. Using offline
evaluation and a user study, we demonstrate the effectiveness of
our proposed methods.
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1
I N T R O D U C T I O N

1.1 motivation

Which movie should I watch next? Which book should I read? Which
music album should I buy? Where should I go on vacation? Which web
portal offers interesting information for me? The list of questions can
grow quite long. The decision making process is especially aggra-
vated today where people can find everything and everyone on
Internet.

In this digitized world we are overloaded with information. The
question is how to find something in the ocean of data that is in-
teresting for us and suits our needs best? People have used many
ways to deal with the decision making process, like search engines,
social networks, consulting other friends, consulting experts. How-
ever, none of the strategies is good enough for generic cases. The
search engines often need to know exactly what are we looking for.
Social networks can help sometimes, but we need to have many
friends with similar taste. Still, because of a privacy concern issue,
people on the social networks often do not share what they like.
Experts sometimes tell the same thing to everybody, and the ques-
tion is, is that what we like or what they like?

Recommender systems (RS) offer a mechanism for dealing with
the increasing information overload and helping with the deci-
sion making process. Due to their commercial value, they are a
very popular research and industry topic. Many commercial sites
like Amazon, Apple and Netflix offer recommendations for their
services. However, they are all based on propriety data and the
recommendations are mostly limited to one category (e.g. music
based on listened music, movies based on watched movies, buy-
able goods based on purchased goods). On the other hand we have
lots of open-data sources (e.g. Wikipedia [8], YAGO [91], Word-
Net [36]) that contain knowledge about many different entities
from different domains and categories. Furthermore, Wikipedia
offers another very valuable information – users’ contributions to

1



2 introduction

the Wikipedia articles. These data sources provide unique possi-
bilities for learning the characteristics of millions of entities and
observing the taste of millions of users for different entities across
multiple categories. Nevertheless, to the best of our knowledge,
no system provides entity recommendations based on open-data
across multiple categories. In this thesis we present a novel ap-
plication for personalized entity recommendations that leverages
data from Wikipedia and knowledge extracted from YAGO for
recommending entities across different categories. We have built
a hybrid model that exploits the users’ contributions to Wikipedia
articles as well as the relations of the entities within the YAGO
taxonomy.

Existing recommender systems often use collaborative filtering
(CF), content-based filtering (CBF) or knowledge-based filtering (KBF) as
recommendation techniques. Collaborative filtering uses the ratings
of other users that had similar taste in the past to produce recom-
mendations. For example, if you and your friend listened to the
same music or watched the same movies, and your friend bought
a new book that you do not know about, you might like the book
as well. Content-based filtering creates a profile for each product
to characterize its nature. Profiles with similar characteristics to
the ones we liked in the past are recommended. For example, if
you liked fantasy novels in the past, a content-based recommender
system will recommend you other fantasy novels. This technique
often requires more information about the items. The knowledge-
based approaches use external knowledge to filter products based
on their attributes. They recommend items based on specific do-
main knowledge, about how much certain item feature satisfies
the user needs and tastes. There is also a fourth technique hy-
brid recommendation that combines two ore more of the above men-
tioned techniques. This can mitigate problems such as the “cold
start“ problem, when users have not yet rated enough items, or
the problem when item characteristics are unknown.

By taking advantage of the Wikipedia revision history we are
able to use existing Wikipedia users to formulate a neighborhood
model as a basis for collaborative-filtering algorithms. Thus, if
two users have contributed to the Wikipedia article about Freddie
Mercury, and one of them further has edits on the article about
the book The Lord of the Rings, maybe the other user will also
like this book. To find the users’ associations with the entities
and the strength of this association we propose a method for de-
riving implicit user preferences from the users’ contributions to
the Wikipedia articles that correspond to the entities. In addition
to the collaborative filtering technique, we employ content-based
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technique that measure the similarities between entities based on
the Wikipedia article text. Further, we create our own similarity
measure based on the YAGO taxonomy. Considering these addi-
tional similarity measures we are able to overcome the so-called
“cold start“ problem for new users or users that have liked very
few entities.

In this work, we personalize entity recommendations across five
different categories: Movies, Books, Persons, Organizations and Oth-
ers. Thus, for example, if a user likes some movies and books, he
can get personalized recommendation about persons and organi-
zations. To demonstrate the effectiveness of our system we have
build a prototype that is able to produce recommendations in an
offline precomputation as well as online in a more interactive man-
ner. Figure 1.1 shows an example recommendation in the Movies
category. On the screen shot we see all categories in which our
system produces recommendations.

Figure 1.1: Personalized recommendations in the Movies category.

Using empirical studies we demonstrate the effectiveness of the
proposed system. We evaluated the system using offline evalua-
tion with prediction accuracy measures (Root Mean Square Er-
ror (RMSE)). Further, we performed a user study and evaluated
the classification accuracy using Precision, Recall, Mean Recipro-
cal Rank (MRR) and Mean Average Precision (MAP). Additionally,
we measured user satisfaction based on their feedback about the
correctness of the personalized recommendations.
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1.2 research questions

When building such an entity recommender system, we are faced
with many research, technical and data-related challenges. This
thesis aims at addressing and answering, among others, the fol-
lowing research questions:

1. How can we derive implicit user preferences from the users’
contributions to Wikipedia?

2. Can we build an effective recommender system for hetero-
geneous entities using only open sources of data?

3. How to take advantages of knowledge bases, like YAGO,
and the WordNet taxonomy that is part of YAGO, to find
similarities between entities.

4. Can we get better performance using hybridization, than us-
ing only a single recommendation technique?

1.3 structure of the thesis

This thesis is organized as follows: Chapter 2 describes the re-
quired technical background including the nowadays prevalent
types of recommendation methods: collaborative filtering, content-
based filtering, knowledge-based filtering and hybrid recommendation.
In Chapter 3 we present related work from the area of recom-
mender systems related to this thesis. In Chapter 4 we describe
the data sources we are using in this thesis, namely Wikipedia
and YAGO, to model the user profile, as well as to compute the
similarities between the articles.

In Chapter 5 we describe the process of creating entity recom-
mendations by exploiting the data sources presented in Chap-
ter 4. In this chapter we discuss how we can infer user prefer-
ences from more abundant implicit feedback, and how we can
create a hybrid similarity measure from the three different similar-
ity measures: item-based collaborative filtering similarity, text-based
content-filtering similarity and custom created taxonomy know-
ledge-based similarity. In Chapter 6 we present a prototype im-
plementation of the methods and techniques described in Chapter
5. In Chapter 7 we describe our experimental evaluation, inducing
a user study, and discuss its results.



2
B A C K G R O U N D

In this chapter we describe the technical background behind rec-
ommender systems. The chapter is divided into four sections. In
the first section we define the recommender systems and the his-
tory of the recommender systems. The next section describes in de-
tail the different recommendation techniques and similarity mea-
sures that we use in this thesis. The third section gives a detailed
description about knowledge bases, specifically about YAGO, need-
ed for understanding part of our approach which uses external
knowledge about the entities. The last section gives some insights
about the biggest online encyclopedia, and the biggest source for
open data today, Wikipedia.

2.1 recommender systems

Recommender systems (RS) are pieces of software that help users
to find the most interesting and most relevant information for
them in the ocean of data [9, 39]. They offer a way for dealing
with the information overload. These systems provide suggestions
in a form of ordered lists of items or products that best match
the user’s tastes. Generally speaking the recommender systems
observe the past user behavior and/or the behavior of the other
users to predict the future user behavior or needs. According to
Xiao & Benbasat [97]

RS are software agents that elicit the interests or preferences

of individual consumers for products, either explicitly or im-

plicitly, and make recommendations accordingly. RS have

the potential to support and improve the quality of the de-

cisions consumers make when searching for and selecting

products online.

RS usually operate in a web environment, but also in emails [40]
or any sources with large amounts of data (eg. movies, books, mu-
sic, web pages, etc.), where promotion of the not so widely known
products is crucial for the business. The recommender systems

5



6 background

are usually good at two things: (i) getting the people to consume
more, and (ii) showing them products that they might not have
heard about otherwise.

According to Jannach et al. [47, 48], 20 percent of items accu-
mulate 74 percent of all positive ratings. Chris Anderson [11] first
popularized the concept of “long tail“ in the recommender sys-
tems. One concept he popularizes is the 80/20 (20 percent of items
account for 80 percent of revenues) rule. He also introduces two
important conditions – (i) make everything available, and (ii) help
me find it. He further describes how recommender systems can
help you navigate the long tail of not so popular items.

The topic of recommender systems is relatively new, even though
its roots can be traced back in the cognitive science, approxima-
tion theory, information retrieval and forecasting theories. Rec-
ommender systems emerged as an independent research area in
the mid-1990s [9, 41, 76]. Even though recommender systems are
closely related to information retrieval systems, they can be distin-
guished by the semantics of the user interaction with the system.
In an information retrieval systems, users enter queries, whereas
in recommender systems they have to provide their favorite items.
The results of the recommender systems are also items or prod-
ucts, whereas the result of the information retrieval systems are
matching items or documents for the users queries [21].

Recommender systems do not only provide user satisfaction,
but also benefits for the provider of the services. Probably one
of the most important function of recommender systems is in-
creasing the number of items sold [76]. Another major function
is to increase the sellings of more diverse items, as mentioned
above, items from the so called “long tail“. Of course, increasing
the user satisfaction and the user fidelity are goals for every ser-
vice provider, thus, by providing personalized recommendation
they can successfully provide satisfaction for the users and even
gain loyalty from them. Another important function is better un-
derstanding what the users want. This knowledge can be used
to increase the stock supplies for certain product in advance and
advertise some products. Since the recommender systems are valu-
able tools for both the users and the providers, they must balance
the needs of both parties to achieve maximum performance.

Recommender systems depend on the input data. The data is
primarily about the users for which the recommendation is in-
tended, and the items that are recommended. The input data can
be very diverse, containing knowledge about the items, (e.g. prod-
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uct characteristics, features, description, genre, etc.) as well as the
users, (e.g. gender, age, religion, etc). The availability and the qual-
ity of the input data can influence the quality of the recommen-
dations, as well as which recommendation technique to use. As
mentioned in [67], the saying “garbage in, garbage out“, has never
been more true than here.

There are techniques that use very little knowledge about the
users and the items, like collaborative filtering, and techniques that
are more knowledge dependent, like content-based filtering and
knowledge-based filtering, for which we will see more in Section
2.2. In any case, the three main types of input objects are usu-
ally present, items, users, and in most of the cases user preferences
towards the items.

Items are the objects that are being recommended to the users.
Usually, they are represented with the itemID, but they can also
contain more properties and features. For example, in a movie
domain recommender systems, the items are the movies, and ad-
ditional features of the items can be, for example, the genre of the
movie, who is the director, actors starring, producer, and more in-
formation that describes the movie. In different domains the items
can have different features. In this thesis we will sometimes use
the term entity to represent items.

Users in recommender systems are the subjects to which the ob-
jects (items) are being recommended. Like the items, the users
can contain information which can be exploited by the recom-
mender systems. The simplest way of representing a user is with
a unique userID. Depending on the type of the recommender sys-
tem and the recommendation technique, users can have additional
attributes, like a gender, age, profession, education.

Preference sometimes referred to as user preferences, user feedback,
ratings or tastes are the glue in recommender systems that con-
nects users and items. Figure 2.1 displays the user-preference-item
triple. The preferences are the user opinion for certain item. The
user opinion can be gathered explicitly, by asking the users to rate
the items, or implicitly by observing the users behavior in a more
convenient way for the users [48].

For gathering explicit ratings, usually a numerical scale is used.
There have been proposed different rating scales, depending of
the domain and the users behavior, discussed by Cosley et al. [27].
For example, in the movie domain it has been proposed to have a
rating scale from one to ten, because using five point scale may be
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User Item

Figure 2.1: User-preference-item triple.

too narrow for users to express their opinion. IMDB1 also uses ten
point scale for rating the movies. Ordinal ratings, from “strongly
disagree“, to “strongly agree“ are also used. There also exist bi-
nary ratings, that simply indicate whether the item is good or bad
for the user [76, 85]. Unary, or sometimes called “Boolean“ ratings
that indicate that the user liked/have seen it/purchased the item,
but there is no information that he does not like it. How the rating
scale is chosen, what is the “optimal“ level, and how this influ-
ences the recommendation accuracy are still open questions, and
depend highly on the domain of the data [48]. Even though the
explicit ratings are considered to be more precise, sometimes they
may not be available, or the users might not be willing to provide
such ratings, especially if there is no visible satisfaction.

With the emergence of Web 2.0, the user preferences can be
gathered in a more convenient ways for the users, and more easily
for the providers. Those preferences or ratings are called implicit
ratings. Typically, every user action on the web is captured. For
example, if a user buys certain product, this can indicate positive
rating towards the item. Another example of a positive user rat-
ing is retrieving a page with detailed description, instead of just
reading the summary, remaining longer on certain page, etc [48].
Although, implicit ratings do not require any special user interac-
tion and can be collected constantly, usually the user behavior can
not be interpreted with 100% correctness. Most often the implicit
ratings contain noise. For example, users often buy presents for
their friends, but this does not mean that the user likes this item.
There are also cases where implicit ratings can be more accurate
than explicit, like in the online radio domain [84].

All these three data input objects compose the data model, which
is used as an input to the recommendation system. The data model
can usually be represented with an user-item matrix, where the
preferences are the values in the matrix (Table 2.1). In addition to
the user-item preferences, the data model may include user’s or
item’s features.

1 http://imdb.com

http://imdb.com
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item1 item2 item3 item4 item5 item6 item7

User1 5.0 2.5 4.0 2.0

User2 1.0 2.5 3.0 2.0

User3 4.0 2.5 4.0

User4 5.0 3.0 3.5 4.0 4.5

User5 4.0 2.0 3.5 3.5

Table 2.1: User-item matrix.

2.2 recommendation techniques

The whole recommendation process is centered around the data
model. Table 2.1 shows an example user-item matrix. Some of the
fields are not populated, since the users have not expressed pref-
erences for the items. Of special interest for the recommender sys-
tems are the items for which the users have not yet express their
preferences, or so called “unseen“ items. From Table 2.1 we can
see that User1 has expressed his opinion for item1, item2, item4,
and item5 with values 5.0, 2.5, 4.0 and 2.0, but not for items item3,
item6 and item7. The main task of the recommender systems is
to predict the preference values for the unseen items for each user.

Before we start explaining the recommendation techniques and
discuss them in formal detail, let us define the following notations
and symbols. We will use I = {i1, i2, i3, ..., iM} to denote the set of
items and U = {u1,u2,u3, ...,uN} to denote the set of users. We
define R as N×M matrix of ratings ru,i with u ∈ U, i ∈ I. The
preferences for user u towards item i are seen as function R(u, i).
The task of the recommender systems can be expressed with the
function R̂(u, i), where r̂u,i ∈ R̂(u, i) is the estimated preference
value for user u towards item i of the function R. Once the recom-
mender system has computed estimated preference values for the
set of unseen items, i.e., r̂u,i1 , r̂u,i2 , r̂u,i3 ...r̂u,iN , the system will
recommend the items ij1 , ij2 , ij3 ...ijK where K 6 M. K is much
smaller value than M, usually top 10, 50 or 100 items. This is be-
cause the recommender system “filters“ the most relevant items
based on their predicted preference value.

As we mentioned in Section 2.1, the users’ opinion does not
need to be a numerical value, but can also be a binary, unary, ordi-
nal, etc. Therefore the preference value ru,i, as well as the estimate
preference value r̂u,i can be binary, unary or ordinal. Sometimes
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even heuristics are used to hypothesize that the item is useful for
the user [76]. For example, in knowledge-based systems, the sys-
tem can use heuristics not to show items that are not relevant for
the user’s location.

The three main recommendation techniques are collaborative fil-
tering (CF), content-based filtering (CBF), knowledge-based filtering (KBF),
and a hybrid technique which is combination of any of these tech-
niques.

2.2.1 Collaborative Filtering

Collaborative filtering is one of the first and the simplest recom-
mendation technique. It was first introduced in the early 1990s
with the development of the system Tapestry [40] and later the
GroupLens system [73]. Goldberg et al. [40] define collaborative
filtering as:

Collaborative filtering simply means that people collaborate

to help one another perform filtering by recording their reac-

tions to documents they read.

This technique is only based on the user preferences towards the
items. The basic idea of this approach is to find users with similar
taste in the past, in order to predict which other items the user
will most probably like. The assumption is, if the users liked simi-
lar items in the past, they will also like similar items in the future.
Even though these are one of the oldest types of recommender
systems, they are still one of the most popular and most widely
used in the industry. This is because they are relatively simple and
they require very little knowledge about the users and the items,
making them applicable in various domains.

One of the simplest and the earliest approach of collaborative fil-
tering is called user-based nearest neighbor recommendation [48]. The
idea of this approach, as we already mentioned before, is that it
looks for similar users to the user for whom the recommenda-
tions are produced. The similarity between the users is computed
solely based on the users ratings. This technique is called nearest
neighbors as usually the top-K most similar users are considered,
because otherwise considering all the users in the data model will
result in slow recommendation. The choice of the threshold K de-
pends on the domain, and it is a trade-off between performance
and quality.
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If we consider again the example shown in Table 2.1, and want
to produce recommendation for User1, first we have to find a set
of users (peers) who liked the same items in the past as User1,
and have rated them. From the table, we can see that User4 and
User5 are the most similar to User1 because they all have rated
item1, and item3, and the preference values are very similar. Even
though User2 has rated item1, item2 and item3, the ratings are
not similar with the ratings of User1 for the overlapping items.
User3 has only one overlapping item with User1, and the rating
is not very similar. To predict the ratings for User1, towards the
unseen items, item4 to item7, we look into the ratings of the most
similar users, and take the average of them. From our example,
the simplest prediction, without taking any weights into account,
for User1, will be 2.75 for item3 and 4.0 for item7. There is no
information for item5 and item6 because none of the most similar
users have liked them previously.

This was a very simple example, and we found the most similar
users only by looking into the user-item matrix. However, in a sys-
tem with millions of users and items, the job is more complicated.
For that purpose algebraic similarity measures are used. One of
the most commonly used, which has proven to be very effective
when using user-based collaborative filtering technique, is Pear-
son’s correlation coefficient.

The Pearson’s correlation coefficient [43] is a number between
-1 and 1 that measures the tendency of two series of numbers,
paired up one-to-one, to move together proportionally, such that
there is roughly a linear relationships between the values in both
series [67]. When the correlation is high, the correlation coefficient
is close to 1, when the correlation is weak, this correlation coeffi-
cient is close to 0. When there is an opposing relationship – one
series’ numbers are high, when the other series’ numbers are low
– the similarity is close to -1. In mathematical therms, the Pearson
correlation coefficient is a dimensionless index, which is invariant
to linear transformation of either variable [77]. The similarity of
user u1 and u2 in the ratings matrix R using Pearson’s correlation
coefficient is defined as follows:

sim(ua,ub) =
∑
i∈I(rua,i − rua)(rub,i − rub)√∑

i∈I(rua,i − rua)
2
√∑

i∈I(rub,i − rub)
2

(2.1)

where ru1 represents the average rating of user u1.
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user1 user2 user3 user4 user5

User1 1.0

User2 -0.599 1.0

User3 N/A N/A 1.0

User4 0.933 -0.889 N/A 1.0

User5 1.0 -0.846 N/A 0.706 1.0

Table 2.2: Similarity between users using Pearson’s correlation coeffi-

cient.

Considering our example, if we want to compute the similarity
between User1 and User4 using Pearson’s correlation coefficient,
we can observe the following:

sim(u1,u4) =
(5− ru1) ∗ (5− ru4) + (4.0− ru1) ∗ (4− ru4)√
(5− ru1)

2 + (4− ru1)
2
√

(5− ru4)
2 + (4− ru4)

2

≈ 0.933

where ru1 = 3.375 and ru4 = 4.0.

Table 2.2 shows precomputed user-user similarity using Pear-
son’s correlation coefficient.

There are of course more measures which can find the similarity
between two items, for instance, Euclidean distance measure, Spear-
man’s rank correlation coeficient, mean square difference, and measures
like Log-likelihood, Tanimoto (Jaccard) coefficient that do not require
numerical ratings to find similarity between the users, but just
unary metrics can also be used.

As stated before, the rating prediction for some user towards
certain unseen item can be computed as an average value from the
ratings from the most similar users. However, there is a more con-
cise equation that factors in the relative proximity of the nearest
neighbors, and the user’s average rating ru [48], and it is defined
as follows:

pred(ua, ij) = rua +

∑
ub∈N sim(ua,ub) ∗ (rub,ij − rub)∑

ub∈N sim(ua,ub)
(2.2)
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Considering the same example as before, predicting the ratings
for User1 towards item4, based on the two most similar users
yields:

pred(u1, i3) = ru1 +
0.933 ∗ (3.5− ru4) + 1.0 ∗ (2− ru5)

0.933+ 1.0
= 2.48

where ru1 = 3.375, ru4 = 4.0 and ru5 = 3.25.

Although the user-based collaborative filtering approach is used
in many domains and in many systems, it also has some problems,
especially if the number of users is much bigger than the number
of items. To overcome this problem, a technique called item-based
collaborative filtering was introduced by Sarwar et al. [81], which
instead of looking for similar users, it looks for similar items.

Considering again our example (Table 2.1), if we want to predict
ratings for User1 towards item3, we first look for items that have
similar ratings with item3, and then we compute a weighted aver-
age of similarities with item5 and the ratings of the user towards
those items. In our example item3 is similar to item2 and item7,
since User2 and User4, or User4 and User5 respectively, have simi-
lar ratings for those items.

One of the most effective similarity measure for finding similar-
ity between two items is cosine similarity [48]. The basic idea is that
the items are seen as vectors in a multidimensional space. Deter-
mining the similarity between the items, the cosine of the angle
between the two vectors is computed:

sim(~a,~b) =
~a·~b

|~a| ∗ |~b|
(2.3)

where ~a·~b is the dot product of the two vectors, and |~a| is the Eu-
clidean length of the vector, which is defined as square root of the
dot product of the vector with itself.

Sarwar et al. [81] proposed another measure, called adjusted co-
sine measure which takes into account the differences in the aver-
age rating behavior of the users. The adjusted cosine similarity is
computed as follows:

sim(ia, ib) =
∑
u∈U(ru,ia − ru)(ru,ib − ru)√∑

u∈U(ru,ia − ru)
2
√∑

u∈U(ru,ib − ru)
2

(2.4)
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If we look closely we can see that this equation is similar to the
Pearson’s correlation coefficient defined in Equation 2.1, but here
all the ratings for specific items are considered, instead of specific
users, and the mean rating is per user, instead of per item.

Now, if we want to see how similar Item3 and Item7 are, by
applying the ratings form Table 2.1 into Equation 2.4, we get:

sim(i3, i7) =
(3.5− ru4)(4.5− ru4) + (2.0− ru5)(3.5− ru5)√

(3.5− ru4)2 + (2.0− ru5)2
√

(4.5− ru4)2 + (3.5− ru5)2

≈ −0.083

where ru4 = 4 and ru5 = 3.25.

After we compute the similarities between the items, we can
predict the rating of User1 for item3 as a weighted sum of User1’s
ratings for the items that are similar to item3. Formally, this can
be presented as follows:

pred(u, i) =

∑
j∈S ru,j ∗ sim(i, j)∑
j∈S sim(i, j)

(2.5)

where S is the set of rated items by user u. For performance rea-
sons, not all items rated by the users are taken into account, but
only a limited neighborhood of the most similar items is consid-
ered, similar like the user-based neighborhood approach.

The item-based approach is used by Amazon [57], since it is
proven to produce better results than the user-based collaborative-
filtering technique. This technique is also good for systems where
the number of users is much bigger than the number of items.
Another thing that makes this technique popular is the possibil-
ity of precomputation of the item-item matrix, which makes it
applicable for large scale e-commerce systems. In theory, the pre-
computed item-item matrix should have N2 entities, where N is
the number of all entities. However, in practice, the users have
rated only a small number of items, which makes this matrix
much smaller. Periodical precomputation will not influence the
preciseness of the predictions too much, and will speed up the
recommendations significantly [81].

Besides the user-based and the item-based technique, there ex-
ist more collaborative filtering approaches. One such technique
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is probabilistic recommendation approach, which looks at the pre-
diction problem as classification problem and can be explained as
“assigning an object to one of several predefined categories“[48].
There is also a “Slope One“ collaborative filtering technique which
estimates ratings for new items based on the average difference in
the ratings between a new item and the other items the user likes.

A technique that is gaining popularity nowadays, especially af-
ter the Netflix prize [6], is based on matrix factorization. [82, 83]
were the first that proposed using latent factors in the recommen-
dation process, based on techniques like latent semantic analy-
sis (LSA) and latent semantic indexing (LSI) already used in infor-
mation retrieval. Singular Value Decomposition (SVD) is one of the
most popular technique that discovers latent (hidden) factor from
rating patterns, and characterizes both users and items.

2.2.2 Content-based Filtering

Even though the collaborative filtering techniques are relatively
simple and perform well in many domains, they do not take into
account any information about the items [48]. These techniques do
not take into account the intuitive way of recommending fantasy
novels to people who liked fantasy novels in the past. Basically,
content-based recommenders recommend items that are similar to
the ones that the users liked in the past. They analyze the content
of items previously rated by a user and build a profile of user in-
terests based on the features of the items rated by that user. The
recommendation process here is matching up attributes from the
user’s profile against the attributes of the items [65, 76]. Although
this approach relies on additional information about the items and
the user preferences, it does not require big user neighborhood or
big rating history to produce recommendations – only one user
sometimes is enough.

Item characteristics or features are sometimes referred as “con-
tent“ of the items. In different domains, the content of the items
can vary. For example, in a book recommender system, the con-
tent of the items (books) can be genre, author’s name, publisher,
keywords, or textual content of articles. In a news recommender
system the content of the articles can be considered as characteris-
tic of the item. In such systems the users can rate the whole item,
or its individual characteristics [48].

To produce recommendations, the content-based systems mea-
sure the similarity between the unseen items and the ones the
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user has liked in the past. There are different ways to measure the
similarity between items. The simplest one is a binary measure,
which checks whether both items contain the same feature or not.
Therefore, the similarity in this case is 1 or 0. When the content is
represented with many features, the Dice coefficient can be used as
similarity measure [76]. The Dice coefficient measures the degree
of overlap between the features. However, when the item has no
features but an actual content, like in news or email system, it is
more expensive to extract the relevant features for the items, than
to analyze the whole content. The content of a document can be
encoded in a featured list or vector containing keywords extracted
from the document.

There are many techniques for encoding documents in a vec-
tor space. Each document is represented by a vector in a high-
dimensional space, where each dimension corresponds to a term
from the overall vocabulary of a given document collection. The
values in the vectors are term weights, where each weight indi-
cates the degree of association between the document and the
term. One of the best known weighting technique is called term
frequency-inverse document frequency (TF-IDF), which is well known
in Information Retrieval (IR) [80].

The term frequency (TF) describes how often a certain term ap-
pears in a document. The inverse document frequency (IDF) reduces
the impact of generally frequent and hence little discriminative
words (e.g. stop-words). In other words, the terms that occur in
one document (TF) but rarely in the rest of the corpus (IDF), are
more relevant to the topic of the document [76].

The TF part for keyword ki in document dj is computed as
follows:

TFki,dj =
fi,j

maxz(fz,j)
(2.6)

where fi,j is the frequency of the keyword ki in document dj, and
maxz(fz,j) is the maximum frequency over the frequencies fz,j of
all keywords kz that occur in document dj.

The IDF for keyword ki is defined as follows:

IDFi = log
N

ni
(2.7)
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where N is the number of all documents, and ni is the number
of documents from N in which keyword ki appears. Finally, the
TF-IDF weight for keyword ki in document dj is defined as:

TF− IDFki,dj = TFki,dj × IDFki =
fi,j

maxz(fz,j)
log

N

ni
(2.8)

In order for the weights to fall in the interval from [0, 1], and
the documents to be represented by vectors of equal length, the
values from Equation 2.8 are normalized by L2 normalization:

wki,dj =
TF− IDFki,dj√∑|T |
s=1(TF− IDFks,dj)

2
(2.9)

To find how similar are two documents represented in the vec-
tor space, a similarity measure is required. Many similarity mea-
sures that measure the proximity of two vectors have been pro-
posed and used, for instance the Euclidian distance, but one of
the most widely used is cosine similarity. The cosine similarity is
also proven to perform best when evaluating similarity between
text documents. It is defined as follows:

sim(di,dj) =

∑
kwk,di ·wk,dj√∑

kw
2
k,di
·
√∑

kw
2
k,dj

(2.10)

Using this similarity measure, the prediction for the item’s rat-
ings can be made with Equation 2.5 from the previous section.

2.2.3 Knowledge-based Filtering

There is no strict border between content-based and knowledge-based
recommender systems. According to Jannach et al. [48] the content-
based techniques can be referred as a subset of knowledge-based
approaches. As discussed in the previous section, the item charac-
teristics can be interpreted as a knowledge about the items. How-
ever, there we focused more on exploiting the item’s description
or the item’s content for finding similarity between the items.

All techniques discussed so far have their advantages. However,
they are not applicable for situations where the users do not buy
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particular items very often. For example, we do not perches cars,
computers, apartments or financial services every year, but every
five, ten or twenty years. In such cases collaborative-filtering and
content-based filtering will not perform well because there are not
enough available ratings. Also old ratings for items like computers
or digital cameras will not be very helpful [48, 76]. In such cases
users often want to define explicit requirements, like prize ranges,
colors, performance specifications. In these situations knowledge-
based recommender systems are usually the best choice.

Knowledge-based recommender systems use additional knowledge,
usually manually provided, for the products and the explicit user
requirements. This technique does not require any user ratings,
therefore it does not have the cold-start problem. However, the
knowledge-based systems have a problem with knowledge acqui-
sition, because usually the knowledge is manually entered into
the system by domain experts. Another disadvantage is that it re-
quires more extensive user interaction.

There are two basic types of knowledge-based recommender
systems. Constraint-based [34, 35, 48, 76] which relies on an explic-
itly defined set of recommendation rules, and case-based [22, 58, 76,
95] which finds similar items using different similarity measures.
In both types of systems, users must specify their requirements,
by which the system tries to find recommendation. The system
can also provide explanation about the recommendation.

2.2.4 Hybrid Recommendation

The three recommendation technique discussed so far exploit dif-
ferent sources of data and they all have advantages and disadvan-
tages – for instance, the ability to handle the cold-start problem,
ability to deal with data sparsity or efforts for knowledge acqui-
sition. Hybrid approaches combine the strength of the techniques
mentioned above to overcome some of the shortcomings and prob-
lems that each individual technique has.

There exist different hybridization strategies explained in [20],
however three base approaches can be abstracted: monolithic, par-
allelized, and pipelined hybrids [48]. The monolithic design incor-
porates aspects of several recommendation techniques into one
algorithm. This technique combines and processes several knowl-
edge sources, that are transformed into representation that can be
exploited by specific part of the algorithm. For instance, content-
based recommender system that also exploits community data to
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determine the similarity between the items. The monolithic design
can further be divided into two strategies, feature combination and
feature augmentation. Feature combination uses diverse kinds of in-
put data, like users’ ratings and content features of catalog items
[13, 48]. Because of its simplicity, many existing recommender sys-
tems employ the monolithic approach, combining collaborative
and content-based features. Feature augmentation technique applies
more complex transformation steps, instead of just using the mul-
tiple sources of input data. Content-boosted collaborative filtering
is an example of feature augmentation, where the user ratings
are predicted based on a collaborative mechanism that includes
content-based predictions [48].

Parallelized hybrid approaches use several recommenders inde-
pendently and then combine the output using several hybridiza-
tion strategies, for instance, mixed, weighted, and switching [20]. The
mixed strategy combines the results of the different recommenda-
tion techniques at the final stage of presenting the results on the
user interface. The recommendation for user u and item i is a
union of all the tuples 〈score,k〉 for each individual recommender
reck [48], and can be formally presented as:

recmixed(u, i) =
n⋃
k=1

〈reck(u, i),k〉 (2.11)

The weighted strategy combines the recommendations of several
recommendation techniques by computing weighted sums of their
scores, as follows:

recweighted(u, i) =
n∑
k=1

βk × reck(u, i) (2.12)

The scores of the individual recommenders have to be on the same
scale, and

∑n
k=1 βk has to be 1. This technique is straightforward

and popular because can give different predictive power to differ-
ent recommendation techniques.

The switching hybrids require an oracle to decide which recom-
mendation strategy to use in a specific situation, depending on
the user’s profile and/or the quality of the results [48]. It can be
formally presented as:

∃1k : 1 . . . n recswitching(u, i) = reck(u, i) (2.13)
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where k is determined by the oracle. For example, to overcome
the cold-start problem, content-based or knowledge-based recom-
mender could initially produce recommendation until enough rat-
ings are given by the user. Then the collaborative-filtering ap-
proach can take over the recommendation process.

Pipelined hybrid strategy is represented as a staged process where
several recommendation techniques sequentially build on each
other before the final technique produces output for the user. In
this strategy, the output from one recommendation technique can
be an input to the next one (cascade hybrids), or one recommender
can build a model that is exploited by the principal recommender
to make recommendations (meta-level hybrids) [48].

2.3 knowledge bases

Knowledge bases combine ontological knowledge about classes
and their relations (e.g. bands record albums; band is an organiza-
tion). In addition, knowledge base contains instance-level knowl-
edge (e.g. Queen is a band and recorded A Night at the Opera)
[5, 66, 71]. Knowledge bases are human readable or machine read-
able resources that are used for sharing, searching and utilizing
information. They are mainly used in the field of Artificial Intelli-
gence (AI) [16].

Ontologies are the formal specification that can be used to ex-
press the knowledge stored in knowledge bases [42, 66]. Some-
times ontologies and knowledge bases are mixed, mainly because
of the same languages (Ontology Web Language (OWL), RDF Sche-
ma (RDF-s), Web Service Modeling Language (WSML)) that are used
to create knowledge bases and ontologies [42]. Knowledge bases
can also be defined as set of individual instances of classes [66].

Knowledge bases can be lexical (WordNet [36]), common-sense
(Cyc [54]), general-purpose (YAGO [91], DBpedia [53], Freebase
[3]) that contain millions of entities (such as people, songs, mo-
vies), and millions of facts about those entities (such as who acted
in which movie, who sings which song) [90]. For example, YAGO
or DBpedia know that Freddie Mercury’s real name is Farrokh Bul-
sara, and that he is a musician associated with the band Queen,
and that have won the Brit Award.

Most knowledge bases use ontology languages – RDF-s, and OWL
– to represent the knowledge. The Resource Description Frame-
work (RDF) data model is most commonly used, and is defined
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in a form of subject-predicate-object (SPO) triples (Figure 2.2). The
subject is the resource to be described, the predicate is the specific
property of this resource, and the object is a resource or a literal
that represents the value of the property for the subject [89].

Subject Object
Predicate

Figure 2.2: Subject-predicate-object.

2.3.1 YAGO

YAGO [91] is a general-purpose knowledge base that is automat-
ically constructed from Wikipedia and WordNet [63]. YAGO ex-
tracts various facts about entities from Wikipedia’s info boxes and
category pages. It embodies WordNet’s clean taxonomy enriched
with the Wikipedia category system that makes it a knowledge
base with high accuracy and precision. YAGO contains knowl-
edge for over 10 million entities and more than 120 million facts
about these entities. YAGO claims accuracy of over 95%. Recently,
YAGO was enriched with spacial and temporal facts, YAGO2 [45]
and YAGO2s [17].

The YAGO model resembles the RDF-s language, where the know-
ledge is represented as SPO triples. Resources and literals in YAGO
are known as entities, and predicates are known as relations. Thus,
here triple of two entities and a relation is known as fact. For ex-
ample, to state that Freddie Mercury won a Brit Award, in YAGO
this is represented as the entity Freddie_Mercury stands in the
hasWonPrize relation with the entity Brit_Award [92]. This can
be written as:

Freddie_Mercury hasWonPrize Brit_Award

Figure 2.3 shows a screen shot from YAGO’s demo browser with
facts for the entity Freddie Mercury.

Similar entities in YAGO are grouped into classes. Each entity
is an instance of at least one class. For example, the class singer

contains all the singers, and the class person all the people. For
example,
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Freddie_Mercury type singer

This is expressed with the type relation. Classes are also entities,
which makes a class to be an instance of itself. Linked classes
create a class taxonomy which is expressed by the subClassOf

relation as follows:

singer subClassOf person

YAGO type or rdf:type and subClassOf are used to incor-
porate the WordNet taxonomy and the Wikipedia category sys-
tem in YAGO. Thus, entities are of a rdf:type wikicategory, and
wikicategory is subClassOf another class that is part of the tax-
onomy. For example, the wikicateogry, English_rock_singers is
subClassOf the class singer:

English_rock_singers subClassOf singer

These two relations are especially interesting for us since we are
going to use them later on when formulating taxonomy similarity
in Chapter 5.

2.4 wikipedia

Wikipedia is an open-source on-line encyclopedia that is created
as a result of collaborative work of almost 20 million contributors.
The encyclopedia utilizes the wiki concept where each user, even
anonymous, can edit any page with exception of protected pages.
Lih [56] says, “Given the description of how a wiki works, visitors
to Wikipedia are often surprised the site works at all.“ Wikipedia
exists for almost 12 years, and it has grown from a reticulated
experiment, to one of the world’s most popular websites [38]. It
contains articles in more than 280 languages [94] and the English
version alone has more than 4 million articles, edited by roughly
the same amount of users. Countless research has been performed
on Wikipedia.

None of the above mentioned knowledge bases would not have
been the same if it wasn’t for Wikipedia. Especially valuable are
the infoboxes and the category pages, which contain clean facts
that describe the entities in natural language.
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3
R E L AT E D W O R K

In this chapter we describe some of the state-of-the-art recom-
mender systems, recommendation techniques related to our work,
and software packages that offer implementations of various rec-
ommendation algorithms. Although our approach is hybrid, we
first discuss work that is relevant to each individual recommenda-
tion family, and then focus on papers that discuss hybridization.

3.1 collaborative filtering recommender systems

The earliest papers, and probably the most cited papers that men-
tion the problem of recommendation, are the Tapestry system [40]
and the GroupLens system [73]. At that time Tapestry was an ex-
perimental mail filtering system developed at the Xerox Palo Alto
Research Center. The system was based on explicit user ratings
and feedback for the mails the users like. Any user could store an-
notations about messages, such as “useful page“ or “Mark should
see this“. Tapestry could answer queries that combine basic tex-
tual information with semantic meta data queries and annotation
queries. For example, users could form queries like “contains the
phrase "basketball"“, “written by Antony OR replied by Ana“ or
“marked as "good" by Paul“. GroupLens, on the other hand, helps
people finding articles they like in a news system. The system also
used collaborative filtering to recommend articles to users. They
first introduced the idea of automatically finding similar users to
make prediction of the preferred articles. It is important to men-
tion that the GroupLens project is still alive, and continues to pub-
lish research papers. Another system that can be considered a pio-
neer of collaborative filtering is the Ringo system [88], that makes
personalized recommendations for music albums and artists. Spe-
cific for this system is that it uses Pearson’s correlation measure
and mean absolute measure evaluation.

25
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The item-based (or item-item) filtering was first introduced by
Sarwar et al. [81]. This technique was developed as an alternative
to the user-based techniques in order to overcome the scalability
problems that these techniques were facing. The argument was
that the number of users increases with higher rate than the num-
ber of items, which leads to slower recommendation process using
traditional collaborative filtering techniques. The technique they
proposed later on became one of the standards for item-based col-
laborative filtering. It first analyzes the user-item matrix to find
relationships between different items based on the user ratings,
and then these relationships are used to indirectly compute rec-
ommendations. They also introduced the adjusted cosine similar-
ity, which fixes the drawback of the cosine similarity where the
difference in rating scale between different users are not taken
into account. They adjust the cosine similarity by subtracting the
corresponding user average from each co-rated user-item pair. We
already discussed this similarity measure in more detail in Chap-
ter 2. The item-based technique was also analyzed by [57] in an
industry report from Amazon.com.

Sarwar et al. [82, 83] were the first to use Singular Value De-
composition (SVD) as dimensionality reduction technique in a rec-
ommenders systems. This technique was rediscovered during the
Netflix Prize competition.

3.2 content-based recommender systems

Content-based filtering (CBF) has its roots in the field of IR and
information filtering. Even though IR methods have a long history,
going back to the 1970s, as collaborative filtering methods they
were introduced in the recommendation field after the collabora-
tive filtering techniques. One of the earliest work that introduces
content-based filtering was by Belkin & Croft [14]. They were first
that made use of IR techniques like TF-IDF and Rocchio’s methods.
They used the term “query“ to represent the user model. How-
ever, their work can be qualified more as a IR problem than as a
recommendation problem.

Some early papers that address the problem of content-based fil-
tering in a recommendation process are [29, 30, 68]. They discuss
the Syskill & Webert system. The system uses "thumbs up" and
"thumbs down" annotations to allow the users to rate already seen
pages. Then the system learns the user profile by analyzing the in-
formation on each page. As a content-based algorithm, Syskill &
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Webert uses a naïve Bayesian classifier to group the similar pages
together. This work also report that it is not necessary to use the
whole content of the web page. Just an initial portion of the web
page is sufficient to make predictions, substantially reducing the
running time of the algorithm and the network transfer.

Another system similar to Syskill & Webert is InfoFinder [50].
The InfoFinder system extracts high-quality learning inputs from
documents and then uses Bayesian networks for document classifi-
cation. The system first learns general profiles from the documents
by heuristically extracting phrases that are likely to represent the
document’s topic. Then it generates a search three which is later
translated into Boolean search queries for submission to a generic
search engine.

Letizia [55] is another content-based recommender system which
is implemented as a web-browser extension. The system uses key-
words related to the users’ interests to build a personalized model.
The system relies on implicit feedback to infer user preferences.
Implicit indicators, like bookmarking a page, are used as strong
evidence for the users’ interests in particular page. Personal Web-
Watcher [64], another content-based system, infers the user prefer-
ences from the Web pages they visit, and from documents lying
one link away from the visited pages. Then the system interprets
the visited documents as positive indicators of the users’ interests,
in contrast to the non-visited as negative indicators. WebMate [24]
finds the users’ preferences from different domains by analyzing
user profiles that consist of keyword vectors that represent posi-
tive training examples. Profile that consists of n keyword vectors
can correctly represent up to n independent user interests.

NewsDude [18] uses the vector space model to represent articles
and uses short-term profiles. A short-term user model consist of
articles that are similar to the top-20 most recently viewed news
items. To compute a long-term model, which consist of news items
similar to all past views, they use naïve Bayesian classifier. The
classifier relies on an initial training set of interesting news pro-
vided by the user.

INTIMATE [59], a movie recommender system, performs text
categorization to learn from movie synopses obtained from the
IMDB1. They show that using a text-based approach outperforms
the feature-based approach of content-based filtering if the ratio
of the number of user ratings to the vocabulary size is high.

1 http://www.imdb.com

http://www.imdb.com
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In [69] the system uses TF-IDF term weighting to encode trend-
ing words that are present in the latest tweets and RSS that they
create from the user’s own Twitter friend subscriptions and per-
sonal tweets. They produce recommendation by simply selecting
the top-K relevant articles based on the TF-IDF score.

Wikipedia as source has been used to compute similarities be-
tween movies for providing more accurate predictions for the Net-
flix Prize competition [52]. For that purpose, the content of the
articles and the hyperlink structure is exploited. Then a k-Nearest-
Neighbor (kNN) clustering and a Pseudo-SVD algorithm is used to
compute estimations based on the users ratings and the movie-
movie similarity matrix from Wikipedia. However, [52] reported
that using this techniques did not show any significant improve-
ment of the overall accuracy. In [86] Wikipedia is used to provide
knowledge infusion process into content-based recommender sys-
tems, in order to provide them with cultural background knowl-
edge for creating more accurate content analysis than classical ap-
proaches based on words.

3.3 knowledge-based recommender systems

In the field of knowledge-based recommender systems Ricci at
al. [75] proposed a critique-based knowledge recommender sys-
tem and demonstrated it with an application for mobile devices.
The system shows an ordered list of recommendations and the
users can say “I want a less expensive restaurant than this“. Felfer-
nig & Burke [34] presented an application in the field of financial
services and customer electronics. Lots of research and applica-
tions in the field of critiquing-based recommender systems have
been produced also by [58, 72, 78]. Felfernig & Burke [34] further
performed research in the field of constraint-based recommender
systems by categorizing principal recommendation approaches.
Thompson et al. [93] presented a knowledge-based recommender
system that combines knowledge-based approaches with a natural
language interface, which helps in reducing the overall interaction
effort between the users and the system.

In this section we further mention papers that focus on per-
forming semantic analysis that contain preferences to concepts
defined in external knowledge bases. SEWeP (Semantic Enhance-
ment for Web Personalization) [31] is a web personalization system
that combines usage logs and semantics of Web site’s content in
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order to produce personalized recommendations. They semanti-
cally annotate web content using domain-specific taxonomy of
categories. The taxonomy is created manually using the WordNet
lexical database to assign each web page to specific category. Each
web page initially is represented with keywords extracted from
their content, then the keywords are mapped to the concepts of
the taxonomy. A WordNet-based word similarity measure is used
to find the most relevant category word to each keyword.

Quickstep [62] is a system that recommends academic research
papers using a topic taxonomy ontology based on the computer
science classifications made by the DMOZ [2] open directory pro-
ject. In their research they use 27 classes to semantically annotate
papers with class names within the research paper topic ontology,
by using a kNN classifier. They correlate previously browsed re-
search papers with their classification to formulate user profiles.
The profiles consist of topics and interest values in these topics.
The recommendations are produced by matching the top three
interesting topics in the user profile and papers classified as be-
longing to those topics [76].

News@hand [23] is a news recommender system that uses an
ontology-based representation of item features and user prefer-
ences to make recommendations. The news are annotated into con-
cepts belonging to the ontology domain. Multiple domains such
as education, culture, politics, religion, science, sports, etc..., are
adapted from IPTC ontology2. News are represented in a vectors
space using TF-IDF term weighting, but the scores here represent
the intensity of the user’s interest for a specific concept. Then co-
sine similarity measure is used to compute the most similar items.

Blanchard et al. [19] reported a survey on eight semantic mea-
sures based on an ontology restricted to subsumption links. This
work focuses on taxonomic relations between concepts. First, it de-
fines different characteristics of semantic measures, and different
parameters which influence them. Three general characteristics
are specified: Information sources, principles and semantic classes. Pa-
rameters identified for taxonomic hierarchy are length of the short-
est path, depth of the most specific common subsumer, density of the
concepts of the shortest path, and density of the concepts from the root
to the most specific common subsumer. Out of the eight ontology sim-
ilarities reported in this work, the following three are related to
our work. Rada et al’s distance [70] computes the shortest path be-

2 More about IPTC ontology can be found here: http://nets.ii.uam.es/

neptuno/iptc/

http://nets.ii.uam.es/neptuno/iptc/
http://nets.ii.uam.es/neptuno/iptc/
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tween two concepts. Leacock and Chodoro’s similarity [51] transforms
the Rada distance into a similarity measure. Resnik’s similarity [74]
is based on the hypothesis that the more information two concepts
have in common, the more similar they are.

3.4 hybrid recommender systems

There are several papers that focus on systems that use multiple
algorithms or input features to recommend items to users. One of
the systems that first introduced the concept of hybridization is
Fab [12]. The system exploits a collaborative approach that builds
on user models that have been build by a content-based recom-
mender. The system tries to combine both known recommenda-
tion approaches and overcome the problems they have, and keep
only the advantages. They address the cold-start problem and the
problem of data sparsity. For that purpose they maintain user
profiles that are created based on content analysis, and directly
compare these profiles to determine similar users for collabora-
tive recommendation. In this case users receive items both when
they score highly against their own profile, and when they are
rated highly by a user with a similar profile. According to them,
the pure collaborative filtering and content-based approaches can
be considered as a special case of the new hybrid schema. Besides
the advantages of the hybrid recommendation, their system brings
two additional benefits. First, it addresses the problem of scaling
in both dimensions (users and items), and second, it automatically
identifies emergent communities of interest in the user population,
enabling enhanced group awareness and communications.

Probably the most comprehensive work in the field of hybrid
recommendation system is done by Robert Burke [20]. The work
is a survey of actual and possible hybrid recommenders. It also
introduces a novel hybrid system called EntreeC, that contains
knowledge-based recommendation and collaborative-filtering to
recommend items in the food area, for instance, particular restau-
rants. The system uses semantic ratings obtained from a knowl-
edge base in order to enhance the effectiveness of the collaborative
filtering. The same author published a revised version of his pre-
vious work in a chapter of the book The Adaptive Web [21]. This is
a very extensive work and comparison of many hybrid algorithms.

More recent research in hybrid recommender systems was done
by Kim et al. [49]. Their approach besides that it combines the two
basic approaches, collaborative filtering and content-based filter-
ing, it also experiments with different techniques for calculating
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user-user similarities. They do not group item contents, but they
apply a clustering algorithm to group the user profiles, then they
use the clustering result to form group-rating matrix, instead of
user-rating matrix. Next, they calculate the user similarity by first
calculating the user-user similarity of the group-rating matrix by
using an adjusted cosine similarity algorithm, and then they calcu-
late the sub user-user similarity of the user-rating matrix by using
a Pearson’s correlation similarity algorithm. The total user simi-
larity is a linear combination of both similarities. The recommen-
dations are made by performing a weighted average of deviations
from the neighbor’s mean.

Another work [98] focuses on an approach that simultaneously
considers multiple features for personalization, namely implicitly
and explicitly collected forms of user feedback, such as navigation
actions and context the user is currently in. Instead of exploiting a
single category of ratings for determining similar users and mak-
ing recommendations, they utilize different range of input data.
Furthermore, their system dynamically exploits only these types
of rating input that optimizes predictive accuracy of the system.
Examples of different rating domains they exploit are: navigation
actions (nav), viewed items (view), items added to the shopping
basket (buy) or the context the user is currently in (ctx).

Cho & Kim [25] propose a hybrid recommendation approach
based on Web usage mining, and product taxonomy to improve
the recommendation quality and system performance. They use
Web usage mining to extract preferences from users’ implicit feed-
back, and the product taxonomy is used to group the similar prod-
ucts together (item clustering). This way they improve the perfor-
mance of searching for nearest neighbors and providing higher
quality recommendations and better performance than pure CF
approaches. Albadvi & Shahbazi [10] extend the work of [25] by
extracting user preferences in each product category separately,
therefore providing more personalized recommendation by em-
ploying the product taxonomy and attributes of product categories.

A work that is system-wise most similar to ours is SuggestBot
[26]. SuggestBot is a recommender engine that produces recom-
mendations to logged Wikipedia users from their bot user “Sug-
gestBot“. However, their work is more based on the social aspect
of contribution, or how to motivate the users to contribute more.
They also use hybridization in their recommender system, but
they combine the results at the end in different recommendation
categories. They further boost articles that are marked as open or
that need more work. They only use straightforward algorithms of
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collaborative filtering and content-based approaches without tak-
ing the advantages of combining them for similarity computation.
They also do not exploit the Wikipedia category system or any
taxonomy that the categories are included in.

Bell et al. [15] developed an approach, solely for the purpose
of the Netflix Prize, using a neighborhood-based technique which
combines kNN and low-rank approximation to obtain significantly
better results compared to either technique alone. Their solution
is a combination of 107 individual solutions, while multiple solu-
tions are derived by variants of three classes of solutions (LSA,
restricted Boltzmann machine (RBM), and kNN). They combine
several components; each of which models the data at different
scale in order to estimate the unknown ratings. The global com-
ponent utilizes the basic characteristic of users and movies, in or-
der to reach a first-order estimate of the unknown ratings. Then,
there is a more refined regional component that defines factors for
each item and user that explains the way the user interacts with
items and forms ratings. These factors corresponds to user rat-
ings for items. There is also a local component that models the re-
lationship between similar items or users, and derive unknown
ratings from values in user/item neighborhoods. Basically, they
extend the models to combine multiple facets of data, such as
user-similarity with item-similarity or local-features with higher-
scale features, which is the key in improving prediction accuracy.

Koren et al. [46] proposed a model that is designed around im-
plicit feedback. The main argument in this work is that implicit
user observations should be transformed into two paired magni-
tudes: preferences and confidence levels. Preference represent an
estimation whether the user likes or dislikes the item, and the con-
fidence is how much the user likes the item.

3.5 recommendation algorithms and apis

There exist a variety of software packages that implement rec-
ommendation algorithms. Many of them are under open source
licenses, for instance, LensKit (Java) [32], Mahout (Java) [67], My-
MediaLite (C#) [37], easyrec [1], and commercial like Myrrix [4].
Here we will only see an overview of LensKit and Mahout as an
external helping library that we are going to use in this thesis.
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3.5.1 LensKit

LensKit [32] is a research project developed by the GroupLens Re-
search group in the University of Minnesota. It is an open source
recommender system toolkit that includes implementation of the
best known algorithms for collaborative filtering and support re-
producible evaluation with standard datasets using cross-valida-
tion and suite of appropriate metrics. It is intended to be robust
and extensible framework suitable for developing and testing new
algorithms and experimenting with new evaluation strategies in
the field of recommender systems. The main purpose of LensKit
is to be used in research and educational environment, not to sup-
port large-scale commercial operations. The source code of the
LensKit project is in Java and is publicly available under the GNU
Laser GPL license on their research website3.

3.5.2 Mahout

Mahout [67] is an open source machine learning library devel-
oped by Apache. Mahout includes algorithms for recommenda-
tion, clustering, and classification. Some algorithms have been
implemented to work with Apache Hadoop4, a platform for dis-
tributed data processing. From the similarity measures it offers
implementation for Pearson’s correlation coefficient, cosine similarity,
euclidian distance, log-likelihood and Tanimoto (Jaccard) coefficient for
user-item and item-item similarities. It further offers implementa-
tions of user-based and item-based recommendation. However, it
does not offer implementations of content-based similarities nor
has an implementation of the adjusted cosine similarity. However,
Mahout has a good evaluation framework that takes advantage of
parallel processing.

3 http://lenskit.grouplens.org/

4 http://hadoop.apache.org/

http://lenskit.grouplens.org/
http://hadoop.apache.org/




4
D ATA S O U R C E S

In this chapter we present the data sources used in this thesis to
model user profiles, as well as to compute the similarity between
articles, needed for producing recommendations. We start by ex-
plaining the main source of data for our work, Wikipedia revision
history, and the information it contains. Then we present a study
of the Wikipedia’s revision history and the findings from the study.
Further, we shortly present some important points from our sec-
ond data source – the YAGO knowledge base – that we are using
in our work.

4.1 preprocessing the wikipedia dataset

Wikipedia is one of the largest source of open data available today.
It is an on-line encyclopedia that is created as a result of collabora-
tive work of almost 20 million contributors. At the time of writing
this thesis, the following counters can be found on Wikipedia’s
Statistics page1:

• Number of pages: 31, 602, 017

• Number of articles: 4, 383, 396

• Number of files: 818, 720

• Number of edits: 666, 276, 394

• Number of users: 20, 155, 887

• Number of admins: 1, 425

• Number of active registered users: 128, 672 (Registered users
who have performed an action in the last 30 days, the num-
ber of unregistered active users is not compiled)

What makes Wikipedia so attractive for the scientific commu-
nity is that it offers a complete dump of its database for offline

1 http://en.wikipedia.org/wiki/Wikipedia:Statistics
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analysis. The format is XML and dumps are created periodically
and made available under several copyright licenses, mainly un-
der the GNU Free Document License (GFDL) and the Creative
Commons Attribution-Share-Alike 3.0 License. The most recent
database dumps can be found at the following address: http:

//dumps.wikimedia.org/enwiki/. Wikipedia offers various types
of information, for instance, meta data about articles, templates
and media/file descriptions, complete revision history, most re-
cent revisions, only the titles of the articles, names of files for
each page, abstract for each page extracted specifically for Ya-
hoo, inter-language links, page-to-page links, category informa-
tion, and many more.

Figure 4.1: Snapshot of the Wikipedia revision history about the article

for the singer Freddie Mercury.

A full dump of the English version of the Wikipedia revision
history from 07-10-2011 is 7.6GB compressed and contains only
the last revision for every article. It takes additional 43GB of com-
pressed data for the whole revision history until the date of the
dump. In Figure 4.1 we can see an export of the revision history
about the article for Freddie Mercury. It contains a list of all revi-
sions done for this particular article. We can see when the revision
was created, who created it, was the revision minor or not, and the
comment of the revision. Additionally, Wikipedia allows compar-
ing two revisions. This however, is only available on WikiMedia
project. Listing 4.1 shows a XML representation of a single revi-
sion taken from the Wikipedia revision history dump.

http://dumps.wikimedia.org/enwiki/
http://dumps.wikimedia.org/enwiki/
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From the revision history files we extracted the id of the revi-
sion, the page revised (pageid), the user performing the revision
(userid), the timestamp, whether the revision is minor and the
comment for the revision. We did not extracted or saved the text
of the revision, because this will imply saving 700GB of data. We
stored all the extracted data in a relational database for further
analysis and use.

Further we extracted other valuable information, for instance,
the page title, the most recent page text, whether the page is redi-
rect, stub2 or disambiguation page3. According to Wikipeda, a
stub is an article deemed too short to provide encyclopedic cov-
erage of a subject, and disambiguation pages are the one that refer
to more than one topic covered by Wikipedia. Figure 4.2 shows
the database model that we created for storing the extracted infor-
mation from the Wikipedia revision history.

Figure 4.2: Database model of the revision history.

2 http://en.wikipedia.org/wiki/Wikipedia:Stub

3 http://en.wikipedia.org/wiki/Wikipedia:Disambiguation

http://en.wikipedia.org/wiki/Wikipedia:Stub
http://en.wikipedia.org/wiki/Wikipedia:Disambiguation
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Listing 4.1: XML structure of a revision history.

<page>

<title>Freddie Mercury</title>

<ns>0</ns>

<id>42068</id>

<revision>

<id>381202555</id>

<timestamp>2013-10-07T21:20:36Z</timestamp>

<contributor>

<username>Bluehotel</username>

<id>8857365</id>

</contributor>

<minor />

<comment>Deleted statement that is void for uncertainty

of meaning and incapable of verification.</comment>

<text xml:space="preserve">{{pp-semi-indef}} ...</text>

<sha1>lo15ponaybcg2sf49sstw9gdjmdetnk</sha1>

<model>wikitext</model>

<format>text/x-wiki</format>

</revision>

</page>

<page> �
4.2 studying the wikipedia dataset

In order to understand the data we extracted and to find ways
how to use it, we performed a study on it. In total we extracted 210
million revisions done by 3, 799, 133 users on 9, 956, 692 pages. The
number of pages includes all redirect pages. In order to reduce the
dimensionality of the data, we replaced the redirect pages with
the page they redirect to. This way we ended up with 4, 450, 886
unique pages in the revision history.

Further, we removed the so called “Bot“4 users from further con-
sideration, since they do not reflect preferences for any particular
user. According to Wikipedia, bot users are automated or semi-
automated tools that carry out repetitive and mundane tasks to
maintain Wikipedia. The bot users should follow a naming con-
vention of having the word “Bot“ at the beginning or the end

4 http://en.wikipedia.org/wiki/Wikipedia:Bots

http://en.wikipedia.org/wiki/Wikipedia:Bots
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of the user name. However, many bot users do not follow this
convention, therefore we used some heuristics or we manually
checked if their Wiki user page explicitly states that this user is
bot. There were cases when a bot user ends with number or other
characters, e.g. "Cyberbot II". For those users we manually com-
pare them with their Wiki user pages, or we used common sense
reasoning to determine whether a user is bot or not. We found
few cases where the user name satisfies our heuristics, but it is
still not a bot user. Such case is the user "Ginbot86". We found this
user because he has a note on his Wikipedia user page5 that says:

Despite my username, I am not a bot, as mentioned some-
where else in this page. I will consider changing my user-
name sometime in the future.
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Figure 4.3: Log-log plot of the number of users that edited a certain num-

ber of pages.

Even though there are 210 million revisions done by 3.8 mil-
lion users, very few users have edited many pages. From Figure
4.3 we can observe that only 1/4 of the users have contributed to
more than two pages, and 1/8 have contributed to more than five
pages. This tells us that the data is very sparse, and recommend-
ing entities using some of the neighboring algorithms will fail due
to insufficient number of neighbors. On the other hand, there are
users that have edited more than 100, 000 pages. Figure 4.4 shows
the distribution of number of users who have edited a certain page.
The recommendation process for them will be extremely slow. Be-
cause of that, we only take into account the top-500 edited pages

5 https://en.wikipedia.org/wiki/User:Ginbot86

https://en.wikipedia.org/wiki/User:Ginbot86
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for each user based on the preference value that we will derive
later in Chapter 5. There are also popular articles that are edited
by lots of users. Figure 4.5 shows the “long tail“ behavior of page
popularity according to the number of edits per page.
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Figure 4.4: Log-log plot of the number of users that edited a certain page.
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Figure 4.5: Semi-log plot of the long tail of page edits.
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Figure 4.6: Number of minor and major revisions.
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Figure 4.7: Number of users that created only minor revisions, only ma-

jor and both.

From Figure 4.6 we can see that from 210 million revisions, 60%
are marked as minor revisions (126, 855, 940minor and 82, 138, 860
major). From Figure 4.7 we can see that there are users that have
created only minor revisions (379, 979), only major(2, 574, 882) and
users who have created revisions from both types (849, 202). In
Chapter 5 we discuss how we use the type of the revision for com-
puting preference values. Mainly, minor revisions are considered
to contain some noise, but still they can be interpreted as weaker
indicators for user’s liking towards the Wikipedia article for which
the minor revision is created. From both plots in Figure 4.6 and
Figure 4.7 we can see that even though most of the revisions are
minor, most of the users have created major revisions. Users who
usually do minor revisions are bot users, which we filter them be-
fore we create our user model. These plots show all the revision
with the bot users.
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4.3 yago as a data source

YAGO [91] is a knowledge base that is automatically constructed
from Wikipedia and WordNet [63]. YAGO extracts most of its
knowledge from Wikipedia’s info boxes and category pages. Fig-
ure 4.8 shows a category box from the Wikipedia’s article about
Freddie Mercury. The Wikipedia categories are then connected to
the WordNet taxonomy as subclass of the taxonomy classes.

Figure 4.8: Category box from the Wikipedia article about Freddie Mer-

cury.

As we mentioned in Chapter 2, YAGO contains many relations
between the entities, 72 in total6. However, we are going to use
only two: rdf:type and rdfs:subClassOf. Those two relations are
used to incorporate the entities into the WordNet taxonomy tree.

We stored the knowledge from YAGO in a database table, yago-
facts, containing SPO triples represented as strings in a special
format. All objects start with "<" and end with ">", and every
empty space is replaced with "_". To be able to use YAGO’s en-
tities and the taxonomy, we created a relation between the pages
we extracted from Wikipedia, and YAGO’s entities. Furthermore,
we encoded the WordNet taxonomy and Wikipedia categories as
integer representation for performance improvements. Figure 4.9
shows an extension to the database model we introduced in Fig-
ure 4.2, where in the table category we put all the Wikipedia cat-
egories and WordNet classes. The table page_category represents
the relation rdf:type from YAGO, and the table yago_taxonomy

the rdfs:subClassOf relation.

Using this model, we were able to match 2, 805, 534 Wikipedia
pages to have rdf:type "<wikicategory_...>". In total from YAGO
we matched 381, 987 Wikipedia categories, and the WordNet tax-
onomy consists of 68, 445 subject-object pairs. In total 808, 590

6 http://www.mpi-inf.mpg.de/yago-naga/yago/statistics.html

http://www.mpi-inf.mpg.de/yago-naga/yago/statistics.html
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Figure 4.9: Database model of YAGO’s rdf:type and rdfs:subClassOf

connected with the page table.

Wikipedia pages have direct connection to some of the WordNet
categories. Figure 4.10 shows a distribution of the number of cate-
gories per page. There are few pages that belong to more than 200

categories, but most of the pages have less than five categories.
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Figure 4.10: Log-log plot of the number of pages by number of categories

they belong to.

Having the data analyzed, in the next chapter we discuss how to
put this data into use. We describe the process of inferring implicit
user preferences from the users’ contributions and the process of
generating entities.





5
R E C O M M E N D I N G E N T I T I E S

This chapter describes the process of creating entity recommen-
dations by exploiting the data sources we have at hand, namely
Wikipedia revision history and YAGO knowledge base, discussed
in Chapter 4. First, we start by explaining the general idea behind
our recommender system. Next, we provide an overview of the
overall architecture of the system. Then, we discuss how can we
exploit the data from our data source in the recommendation pro-
cess. Sequentially, we explain how we can infer user preferences
from the implicit user feedback we have – users’ edits (contribu-
tions) to Wikipedia articles. Next, we explain the similarity mea-
sures used for computing similarities between items and how we
can combine them into a hybrid measure. Lastly, we explain how
the recommendations are generated.

5.1 general idea

Due to their commercial value, recommender systems are a very
popular research and industry topic. Many commercial sites like
Amazon, Apple and Netflix offer recommendation for their ser-
vices. However, they are all based on propriety data and the rec-
ommendation is mostly limited to one category (e.g. music based
on music, videos based on videos, buy-able goods based on buy-
able goods). On the other hand we have lots of open-data sources
(e.g. Wikipedia, YAGO, WordNet...) that contain knowledge about
many different entities from different domains and categories. Fur-
thermore, Wikipedia offers another very valuable information –
users’ contributions.

In this work we leverage data from Wikipedia and YAGO for
recommendations of entities across different categories. Figure 5.1
demonstrates Wikipedia users’ interests represented as a set of ar-
ticles that the users edited. These articles are mapped to YAGO
entities, which further have connection to the YAGO taxonomy
(Wikipedia categories and Wordnet classes). The users’ edits as
well as the relations of the entities with the YAGO taxonomy

45



46 recommending entities

W
ik
ip
ed

ia

U
se
rs

A
rt
ic
le
s

category category category category category

entity

entity entity

entity

entity

entity

YA
G
O

En
ti
ti
es

Ta
xo
no

m
y

class

category

class class class classclass

Ed
it
s

Figure 5.1: Relations between the Wikipedia users, articles, and the enti-

ties in YAGO.

can be utilized for making personalized recommendation across
different categories. Thus, if two users have contributed to the
Wikipedia article about Freddie Mercury, and one of them further
has edits on the article about the book The Lord of the Rings, maybe
the other user will also like this book to some extent. Further,
when considering similarities between entities based on the arti-
cle text or the categories they belong to in the YAGO taxonomy,
we can overcome the so-called “cold-start“ problem for new users,
and correct some of the recommendations that come from very
different domains.

In this work we first explore heuristics and features to derive
user profiles from the user feedback – users’ contribution for the
Wikipedia articles. Then we define three notions of similarities be-
tween entities; one based on the users’ edits, another based on the
textual similarity of the articles, and third measure that we define
based on the category the articles belong to in the YAGO taxon-
omy. Then, we combine these three similarity measures into one
hybrid model. Based on this hybrid similarity model we derive
recommendations from different categories. Our system uses the
Wikipedia users for formulating a neighborhood model, and us-
ing this model, new users can very easily be plugged into and we
can produce recommendations only with few items liked.



5.2 overall architecture 47

5.2 overall architecture

Figure 5.2 shows an overview of the overall architecture of our
recommender system.

Recommendation engine

Extraction engine

Deriving user preferences

Extracting article text

Hybridization

Generating recommendations

Item-based (CF)

Text-based (CBF)

Taxonomy-based (KBF)

Data sources Extraction phase Recommendation phase User interface

Converting YAGO entities and 
taxonomy

Figure 5.2: Overall architecture of the system.

The system is composed of four main components or phases.
The first component composes our data sources – Wikipedia and
YAGO – which we discussed in Chapter 4. The second compo-
nent is the extraction engine that is responsible for extracting the
data from the sources and for deriving user preferences. This com-
ponent extracts the revision history and the page text from the
Wikipedia database dump files. This component further converts
the YAGO entities and taxonomy to a more suitable format for
our system. The main component, the recommendation engine, is
responsible for computing the three different similarity measures
between the entities, and for combining them in one hybrid simi-
larity measure. This component is also responsible for generating
recommendations for the users. The last component is the user in-
terface, which we are going to explain in more details in Chapter
6. The user interface is responsible for presenting the recommen-
dations to the users and collecting preferences.

In the following sections we will discuss the second and the
third component of our system, specifically, how we model the
user profile, how we compute the similarities between the enti-
ties, and how we produce the recommendations. We already dis-
cussed how we extracted the article text, and how we converted
the YAGO entities and WordNet taxonomy from YAGO into more
usable format for our system in Chapter 4.
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5.3 modeling the user profile

To make recommendations for the users, first we have to model
the user profile. There are two possibilities for modeling a user
profile, explicitly and implicitly. In our system, for existing Wiki-
pedia users, we model the profiles implicitly, and for new users
we explicitly expect them to express their interests.

To model the user profile implicitly, we have to derive a user-
article associations, or to learn the users’ preferences towards the
articles. The task of learning preferences is very useful in fields
such as collaborative filtering and information retrieval. Prefer-
ences provide valuable information about each user-item relation-
ship and the individual differences between the users [10].

As we mentioned earlier, the main points of interest in our work
are Wikipedia users and articles. We know that the users and the
articles are associated—a user has edited one or more articles—
but by default we do not know the strength of the association. To
circumvent the lack of explicit user ratings, we try to derive user
preferences from more abundant data–user edits–which indirectly
reflects opinion through observing the user behavior.

5.3.1 Characteristics of Wikipedia Revision History

From the Wikipedia revision history we can find out how many
times a certain user has edited a particular page. The more effort a
user puts into editing an article or the more times he has edited it,
the more he likes the corresponding entity. However, this may not
be a perfect assumption, because maybe a user edits a page that
he does not like, just to correct grammar errors, formatting of the
page, or some other simple edits. To find out how much a certain
user likes a specific page we use an additional information pro-
vided in the revision history. We know whether the edit revision
was minor or not. Minor edits1, according to Wikipedia, mean that
only superficial differences exist between the current and previous
versions. In many cases, it is only typographical corrections, for-
matting and presentational changes, and rearrangements of text
without modification of its content.

Further, we have the comment that the user inserts after every
revision. Our assumption here is that if the user cares enough for
the article he is editing, he will put some content in the comment
field. As a metric, we count the amount of content he has in the

1 http://en.wikipedia.org/wiki/Help:Minor_edit

http://en.wikipedia.org/wiki/Help:Minor_edit
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comment field, and use this to boost the preference on this partic-
ular revision. We also use the fact of whether a user is the author
of the article (he first started this particular page) or not. Being
an author of some article certainly means that the user likes the
corresponding entity behind the article more than the others.

Another noise prevention technique we use here, is removing
edits that appear to be a vandalism revisions. We believe that these
revisions are not an indicator of the user’s likeliness towards a cer-
tain page. For this purpose we filter out all the revisions that have
“revert“, “rv“ or “vandalism“ in the comment field in the revision
history from further considerations.

We could also find the amount of content that the user has con-
tributed to the page. However, this requires substantial compu-
tation, since we have to find the difference between the current
page revision, and the examined one, and measure this difference.
Since there are more than 4 million pages in the English version of
Wikipedia, and more than 210 million revisions, comparing each
and every revision with the last version is very expensive oper-
ation. There exist projects that work on this theme, for instance,
Wiki Edit History Analyzer [7]. As a future work this can be in-
corporated in our project to analyze each revision in detail, and
based on that, we can put some weights on the revision amount
in order to boost the users’ preference.

There are more ways to get implicit interest indicators to enrich
the user-item preference. For example, we can include the reading
history, or the Wikipedia watch lists that some users keep. How-
ever, none of this is publicly available and we can not use them in
our system to improve the user-item associations.

5.3.2 Computing the Preference Values

In this section we discuss our model for implicit feedback. We
use the notion of preference and confidence, similar to the one
introduced by Koren et al. [46]. The binary variable pui represents
the preference value of user u for item i. The value pui is derived
from the revision history as follows:

pui =

{
1 if |εui| > t

0 if |εui| < t
(5.1)

were |εui| is the number of edits of user u on article i, extracted
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Threshold t Number of user-item pairs

1 73, 771, 172

5 4, 593, 822

10 2, 018, 861

Table 5.1: User-item edit threshold.

from the revision history. The threshold value t represents certain
number of edits. The idea here is that if the user edited the article
more than a certain number of times it is a good indicator that
u likes i (pui = 1). On the other hand, if u never edited i, or has
edited it less than t times, we assume no preference (pui = 0).

In our dataset, to reduce the noise of the implicit feedback we
experimented with the threshold value t. We put t to be 1, 5 and 10.
Table 5.1 shows a summary of the number of derived user prefer-
ences with different threshold values. From Table 5.1 we observe
that when limiting the number of edits of a user u for an article i,
then the number of preferences we derive drops exponentially.

However, this simple reasoning for preference values does not
tell us much about how much a user u likes an item i. Therefore,
we employ a set of variables cui which measure the confidence in
observing pui. In the following text we explain step by step how
the variable cui is defined.

We believe that the number of revisions plays a major role in
the user affinity toward an article. A simple solution of confidence
measurement is to count the number of edits. We use the following
formula to compute a weighted value for each and every revision
for one particular user:

xui =
∑
j∈Eui

1−φuij
µuij

(5.2)

where:

• Eui is set of all revisions for a particular page i created by
user u

• µuij is the type of revision of user u for page i where:

µuij =

{
1 if the revision is not minor
ρ if the revision is minor
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• φuij is a weight for the comment for the jth revision of user
u to article i where:

φuij =

{
1 if comment size > 50 characters
ψ otherwise

With this we can get a weighted sum for each revision done
by the user. The maximum value for every weighted revision is 1.
As we mentioned above, we put more weight on the number of
edits. To prevent over-fitting we further normalize the value. The
normalization is done per user basis with the following formula:

Xui = a+
(xui −A) ∗ (b− a)

(B−A)
(5.3)

where:
a new minimum
b new maximum
A old minimum
B old maximum
Xui normalized preference for user u for article i
xui is the value from Equation 5.2

Using the normalized value from Equation 5.3 we derive the
final formula for computing the confidence values as follows:

cui = (Xui +αui) (5.4)

where, Xui is the normalized value from Equation 5.3 and α is the
author’s weight which gets some positive value if the user is an
author of the article, and 0 otherwise. The final preference value
rui of user u for item i is computed as follows:

rui = pui · cui (5.5)

where pui is from Equation 5.1 and cui from Equation 5.4.

In order for the user to be able to apprehend the above deriva-
tions, we describe our approach more vividly with an example. In
our example we have one user who has edited three pages. We
want to compute how much this user likes every page that he has
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userid pageid timestamp minor comment

1 1 2008-12-17 01:06:30 true added link to orphaned article

1 1 2008-12-17 02:01:52 false cleanup pov statements, other fixes

1 1 2009-02-19 03:26:56 true some cleanup, fix tense

1 2 2008-07-29 10:41:28 false /* Literary legacy */ correction: Stani-

saw Lem is NOT renowned as the

"world’s best-selling science fiction

author"

1 2 2009-08-16 03:25:28 false Reverted 2 edits by [[Special: Contri-

butions/97.113.44.53|97.113.44.53]];

Rv copypasted review.

([[WP:TW|TW]])

1 3 2011-06-26 18:04:42 true /* References */

1 3 2010-04-07 11:05:41 false /* Family */ another dead reference

link, fixed

Table 5.2: Revision history table.

edited using the above computations. The revision history for this
particular user is shown in Table 5.2.

We start with the Equation 5.2. For pageid 1 the user has three
edits, two minor and one major edit, and none of the comments
consists of more than 50 characters. Applying this in Equation 5.2,
we get the following sum:

x1 =
0.8+ 0
3

+
0.8+ 0
1

+
0.8+ 0
3

= 1.33

x2 =
0.8+ 0.2

1
+
0.8+ 0.2

1
= 2

x3 =
0.8+ 0
3

+
0.8+ 0
1

= 1.06

Now we need to normalize these values to be in more unified
scale. In our approach we used scale from 1 to 5. For that we will
use Equation 5.3. Applying the values from above and with the
defined boundaries, we get the following normalized values:

X1 = 1+
(1.33− 1.06) ∗ (5− 1)

(2− 1.06)
= 2.14
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X2 = 1+
(2− 1.06) ∗ (5− 1)

(2− 1.06)
= 5

X3 = 1+
(1.06− 1.06) ∗ (5− 1)

(2− 1.06)
= 1

If we assume that the user is an author of the pageid 1, therefore
the value α = 3, then the preference value of user 1 for page 2 will
increase to 5.14.

We applied this method to compute a user-item matrix from the
whole Wikipedia revision history. The matrix consists of 73, 771, 172
user-item pairs. As we mentioned in Chapter 4, there are users
with more than 100, 000 edits. For those users, computing recom-
mendations will be extremely slow. In order not to overload our
server, and improve the running performance we took the top-500
pages by preference for each user. At the end we finished with
30, 688, 556 preferences in our user-item matrix.

Table 5.3 shows an example user-item matrix with eight enti-
ties from our dataset and five users with fictitious preferences for
those entities. The entities we have chosen for our example are:
the movies The Hobbit and I, Robot, books The Lord of the Rings
and Anna Karenina, persons Freddie Mercury and Eric Clapton, band
Queen and organizations Max Plank Institute for Software Systems
and Saarland University. We have marked the different categories
with different colors. Thus, movies are marked with light cyan,
books with light yellow, persons with light green and organiza-
tions with light red. We use this matrix for all examples later in
this chapter.

5.4 similarity measures

Our recommendation algorithm implements three different no-
tions of similarity: similarity based on co-editing activity (item-
based collaborative filtering), similarity of text and similarity based
on the YAGO taxonomy.

5.4.1 Item-based Similarity

In the previous section we discussed how we derive user prefer-
ences from the Wikipedia revision history. Besides predicting pref-
erence values for unseen items, we can use these preferences to
compute the similarity between the items. In our work we chose
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7.0 4.5 8.0 5.5 4.5 5.0 6.5

3.0 5.0 4.5

6.0 5.0 6.5

7.5 5.5 7.5 6.5

8.0 4.5 6.5 5.5

Table 5.3: User-item matrix of preference values.

the item-based similarity because it has been proven to produce
better results than the user-based similarity [57, 81]. Further, we
selected this type of collaborative filtering similarity because the
other two similarity measures are also about similarity between
items. This will allow us to combine them in a hybrid model.

For computing the similarity between items based on preference
values we used the adjusted cosine similarity introduced in [81]
and discussed in detail in Chapter 2. Formally this similarity is
described with the following equation:

sim(i, j) =
∑
u∈U(ru,i − ru)(ru,j − ru)√∑

u∈U(ru,i − ru)2
√∑

u∈U(ru,j − ru)2
(5.6)

where ru,i and ru,i are the ratings of user u for items i and j, and
ru is the average of the ratings of user u.

If we take the example from Table 5.3 and want to compute the
similarity between the singer Freddie Mercury and Saarland Univer-
sity based only on the user ratings using adjusted cosine similarity,
we get the following:

sim(Freddie,UdS) =
(5.5− ru1)(6.5− ru1) + (4.5− ru5)(5.5− ru2)√

(5.5− ru1)2 + (4.5− ru5)2
√

(6.5− ru1)2 + (6.5− ru5)2

≈ 0.21
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Table 5.4 shows a precomputed item-item matrix of the similar-
ity between all items in our example. The matrix is lower triangu-
lar matrix and the values on the diagonal are all 1.0 which means
that an item is perfectly similar to itself.

1.0

-0.92 1.0

0.97 -0.95 1.0

-1.0 1.0 -1.0 1.0

1.0 -1.0 N/A -1.0 1.0

N/A N/A N/A -0.07 -1.0 1.0

-0.13 0.47 -1.0 1.0 1.0 N/A 1.0

-1.0 1.0 -1.0 0.88 N/A -1.0 1.0 1.0

-0.37 0.02 1.0 -0.91 0.21 -0.26 -0.87 -0.87 1.0

Table 5.4: Precomputed similarity between items using adjusted cosine

similarity.

The adjusted cosine similarity returns a number from [−1, 1],
where −1 means the items are not similar at all, and 1 the items
are perfectly similar. The preference values we derived in Section
5.3 do not tell us which items the user does not like. To have only
positive values which are on the same scale with the similarity
measures we define later in this section, we shifted the values to
the right as follows:

simc(i, j) =
sim(i, j)

2
+ 0.5 (5.7)

where sim(i, j) is according to Equation 5.6.
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5.4.2 Text-based Similarity

We further employed a content-based similarity measure, namely
text-based similarity. For computing text similarity we first encoded
the text for each article as a feature vector. For this we used one of
the best-known weighting methods for encoding text documents
as vectors in multidimensional space – TF-IDF (term frequency-inverse
document frequency). The term frequency (TF) describes how often
a certain term appears in a document. The inverse document fre-
quency (IDF) reduces the impact of generally frequent and hence
little discriminative words (e.g. stop-words). In other words, the
terms that occur in one document (TF) but rarely in the rest of the
corpus (IDF), are more relevant to the topic of the document [76].
We already discussed the formal definition of the TF-IDF measure
in Chapter 2.

We computed the TF-IDF term weights for all keywords in the
whole corpus of 4 million documents. Then, we removed the stop
words and normalized the values using L2 norm as follows:

wki,dj =
TF− IDFki,dj√∑|T |
s=1(TF− IDFks,dj)

2
(5.8)

For all documents we have a vector representation of all term
frequencies. In order to compute the similarity between two doc-
uments, a and b using the vector representations −→wa and −→wb, we
used one of the most commonly used similarity measure for clas-
sifying text documents, cosine similarity:

simt(di,dj) =

∑
kwk,di ·wk,dj√∑

kw
2
k,di
·
√∑

kw
2
k,dj

(5.9)

We precomputed the top-50 most similar documents to every
document in the corpus, because computing on-the-fly takes too
much time. Computing the pairwise similarity of all 4 million doc-
uments will consume space of 60TB. Table 5.5 shows an example
of the similarity between the items using text-based similarity.

5.4.3 Taxonomy-based Similarity

In the context of knowledge-based filtering, we used another knowl-
edge about the Wikipedia articles that is publicly available, as part
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1.0

0.11 1.0

0.80 0.22 1.0

0.0 0.13 0.17 1.0

0.0 0.09 0.0 0.0 1.0

0.05 0.0 0.0 0.0 0.56 1.0

0.0 0.0 0.0 0.0 0.78 0.45 1.0

0.0 0.0 0.0 0.01 0.0 0.0 0.0 1.0

0.0 0.0 0.0 0.07 0.0 0.0 0.0 0.65 1.0

Table 5.5: Precomputed similarity between items using TF-IDF and co-

sine similarity.

of the YAGO project [91] – the YAGO taxonomy. The YAGO tax-
onomy is created from the categories extracted from Wikipedia,
as wikicategory rdf:type, and the WordNet lexical database [63],
using the subClassOf relation to model hierarchies of classes.

Most of the Wikipedia articles are included in the YAGO tax-
onomy tree as direct ancestors to the leaf wikicategory types. In
Figure 5.3 we can see a limited YAGO taxonomy for three enti-
ties: the singers Freddie Mercury and Eric Clapton, and the band
Queen. From the figure we can see that Freddie Mercury and Eric
Clapton are more similar, because they belong to the same leaf cat-
egory from the taxonomy, and Freddie Mercury and Queen are not
so much.

To compute the pairwise similarity between any pair of Wiki-
pedia articles based on the YAGO taxonomy we use Algorithm 1.
The algorithm accepts IDs for two items that need to be compared,
i and j, and the leaf categories they belong to, Ci and Cj. For each
category, we create a taxonomyScores list. The taxonomyScores
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owl:Thing

 

<wordnet_artist>

<wordnet_musician>

0.25

<wordnet_singer>

0.33

<wikicategory_English
_male_singers>

0.5

<wikicategory_English
_rock_singers>

0.5

1.0
1.0

<wikicategory_Capito
_Records_artists>

0.5

1.0
1.0

1.0

Figure 5.3: YAGO-taxonomy example.

list contains a map for all entities in the YAGO taxonomy that are
parents to the given category and the score computed as follows:

score =
1

(n− l) + 1
; (5.10)

where n is the total number of levels for the particular path, l is
the level of the entity in the YAGO taxonomy tree, in the current
branch. This way, the leaf categories, the ones that are derived
from Wikipedia (wikicategory_), will always have score 1, and
as the level increases, the score decreases. We can denote this for-
mally with the following equation:

simt(i, j) = avg(min(scoresi, scoresj)); (5.11)

where scoresi and scoresj are all the scores for all the paths in
the taxonomy, starting from the entity to the root (excluding the
root element owl:Thing). We take average of the scores in order
to penalize entities that have the same leaf category like Elvis
Presley and Eminem that belong to <wikicategory_American_musi-
cian_of_German_descent>, but are not so close in, for example, the
music type. Computing taxonomy similarity allows us to find sim-
ilar items based on the category they belong to.
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Algorithm 1 Computing YAGO-taxonomy similarity

i, j : Item 1 and 2respectfully

Ci,Cj : Set of categories for item i and j respectfully

R: YAGO subClassOf map

for c ∈ Ci do

taxonomyScoresCi ← score(R, c);

end for

for c ∈ Cj do

taxonomyScoresCj ← score(R, c);

end for

for s : map ∈ taxonomyScoresCi do

for g : map ∈ taxonomyScoresCj do

if s.getKey = g.getKey then

scores← min(s.getValue,g.getValue);

end if

end for

end for

return avg(scores);

5.4.4 Hybridization Similarity

All of the similarity measures we defined so far are about simi-
larity between items, thus we can safely combine them into one
hybrid approach. For the final recommendation process we feed
a weighted combination from the above defined measures as fol-
lows:

sim(i, j) = α · simc(i, j) +β · simt(i, j) + γ · simt(i, j) (5.12)

where simc(i, j) is collaborative filtering similarity defined earlier
in Equation 5.6, simt(i, j) is text based similarity defined in Equa-
tion 5.9, and simt(i, j) is the YAGO taxonomy based similarity
defined in Equation 5.11. This way, if the collaborative-filtering
similarity fails to find similar items to the one the user already
liked, because the user liked too few items, then when using the
other techniques we can find items that are similar based on the
content or based on the taxonomy. α, β, and γ are weighting pa-
rameters that favor one similarity measure over the other. The sum
is between [0, 1], where 0 means that there is no information about
the similarity, and 1 that the items are perfectly similar.
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1.0

0.21 1.0

0.0 0.0 1.0

0.0 0.0 0.245 1.0

0.0 0.0 0.0 0.0 1.0

0.0 0.0 0.0 0.0 0.446 1.0

0.0 0.0 0.0 0.0 0.219 0.203 1.0

0.0 0.0 0.125 0.125 0.0 0.0 0.0 1.0

0.0 0.0 0.125 0.125 0.0 0.0 0.0 0.189 1.0

Table 5.6: Precomputed similarity between items using YAGO taxonomy

similarity.

In our example, Freddie Mercury and Eric Clapton are not similar
at all, based on the user ratings. Then, based on the textual simi-
larity they are similar with value 0.560. Their taxonomy similarity
is 0.446. Even though not enough users like both entities and with
the same ratings, still they are similar based on other factors. They
have similar musical style, and both are English male rock singers.
After applying hybridization of the similarities we get that their
similarity is 0.33. (Table 5.7).

5.5 generation of recommendations

After we defined our similarity measures we can generate recom-
mendations. As we mentioned in the previous section, we will
treat the hybrid similarity as item-based similarity, and to predict
the rating of some item for certain user we take a weighted sum
of the user’s ratings for the items that are similar to the item that
prediction is for. We can express this with the following equation:

pred(u, i) =

∑
j∈S ru,j ∗ sim(i, j)∑
j∈S sim(i, j)

(5.13)



5.5 generation of recommendations 61

Before we show by means of an example how to compute pre-
diction for a certain item, we first precompute the pairwise sim-
ilarities between the items using our hybrid technique. Table 5.7
shows precomputed pairwise similarities using hybrid model from
item-based, text-based and taxonomy-based similarity using weight-
ing values of α = 0.33, β = 0.33 and γ = 0.33.

1.0

0.11 1.0

0.589 0.08 1.0

0.0 0.373 0.137 1.0

0.33 0.029 0.0 0.0 1.0

0.016 0.0 0.0 0.15 0.33 1.0

0.14 0.242 0.0 0.33 0.65 0.215 1.0

0.0 0.33 0.041 0.355 0.0 0.0 0.33 1.0

0.10 0.16 0.371 0.079 0.6 0.37 0.065 0.298 1.0

Table 5.7: Precomputed similarity between items using hybrid similarity.

Thus, if we want to predict how much the first user from Table
5.3 will like the book Anna Karenina by Leo Tolstoy, we do the
following:

pred(u, i) =
ru1,i2 ∗ sim(i4, i2) + ru1,i3 ∗ sim(i4, i3)
sim(i4, i1) + sim(i4, i2) + sim(i4, i3)

=
4.5 ∗ 0.373+ 8.0 ∗ 0.137

0.373+ 0.137
≈ 5.44

where u1 is the first user for whom we are generating recommen-
dations, i4 is the item for which we are predicting the preference
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value, and i2 and i3 are the items that are similar to i4. This means
that the user will probably like the book Anna Karenina less than
the average rating for the items that are similar to Anna Karenina
because their similarity is not so strong.

In the next chapter we describe a prototype implementation of
a recommender system using the techniques described so far. The
system consists of two components: back-end web server that runs
the recommendation engine and produces recommendations, and
front-end application that displays the recommendations.



6
P R O T O T Y P E I M P L E M E N TAT I O N

In this chapter we present a prototype implementation of the
methods and techniques described in Chapter 4 and Chapter 5.
The system recommends entities both to existing Wikipedia users,
as well as to new users.

6.1 system architecture

The detailed architecture of our system is presented in Figure 6.1.
We use a PostgreSQL relational database to store most of our data.
We do not store only the precomputed text-based similarities be-
tween articles, since storing them will consume too much space.
We store the precomputed item-item similarity matrix in com-
pressed files on the file system. In the database we store the user-
item matrix of preference values that we computed in Chapter 5.
We further store information for each page, for instance, page title,
abstract of the page, the full text of the page and the names of all
images that are shown on each Wikipedia page. Additionally, in
the database we loaded all the entities from the YAGO knowledge
base as well as the full YAGO taxonomy.

Figure 6.2 shows a complete Entity Relationship diagram of our
database model. The tables page, revision and user contain in-
formation that we extracted from the revision history files. We al-
ready explained them in Chapter 4. We also discussed about the ta-
bles category, page_category and yago_taxonomy where we store
the Wikipedia categories and the WordNet taxonomy, rdf:type
and the subClassOf relations from YAGO. We added more ta-
bles to complete our database model. The imagelinks table con-
tains the names of images that appear on each page. We initially
populated this table with a dump of the same table from the
Wikipedia’s dump download page1. We noticed that the table is
not complete, so we further extracted additional image names

1 http://dumps.wikimedia.org/enwiki/
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Figure 6.2: Entity Relationship diagram of the database model.

from the Wikipedia API2. The table section is a definition ta-
ble of the five sections for which we produce recommendations.
Those are Movies, Books, Persons, Organizations, and Others. In the
table page_section we map the pages to the sections they be-
long to based on the YAGO WordNet taxonomy. We manually
populated this table using heuristics to find which page belongs
to which sections. Thus, to find all the movies we search for all
entities that are directly or indirectly connected to the WordNet
class <wordnet_film_10626567>. In the table user_feedback we
store the feedbacks from the users about the recommendations
produced by our system.

Figure 6.1 further shows the core components of our system, the
recommendation engine, which is implemented as a web service
using Java SE and Apache Tomcat application server and servlet
container. We use Mahout[67] as a third-party library that offers
implementations of some recommendation algorithms and simi-
larity measures. From Mahout we only use the ItemSimilarity

interface, to implement our own adjusted cosine similarity and
YAGO taxonomy similarity measures. Further, from Mahout we
use the ItemBasedRecommender class as an abstract class which
offers implementation for estimating preference values and gen-
erating top-K recommendations. Our recommendation implemen-
tation class loads the user-item matrix of preference values into
main memory. It further loads the YAGO taxonomy table of subject-
object ids, and the precomputed text-based similarities. All of these

2 http://en.wikipedia.org/w/api.php?action=query&prop=images&format=

json&redirects&title=TITLE

http://en.wikipedia.org/w/api.php?action=query&prop=images&format=json&redirects&title=TITLE
http://en.wikipedia.org/w/api.php?action=query&prop=images&format=json&redirects&title=TITLE
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data sources are needed for computing a hybrid similarity be-
tween the entities and to produce recommendations. The web ser-
vice class serves as a wrapper to expose methods for generating
top-K recommendations, changing preference values and insert-
ing new users. It further has methods for changing the weighting
parameters for the hybrid model.

Besides our core component, we created a working demo sys-
tem that produces recommendations for users. To this end we
used two additional components, an application server and pre-
sentation layer. The application server hosts a PHP web applica-
tion running on Apache web server. The PHP application is fur-
ther implemented using the MVC (model-view-controller) design
pattern [61], where we have a model, that consists of data ac-
cess objects (DAOs), that are only responsible for accessing the
database. We have controllers that interact with the views and
the model, and are responsible for transferring the data from the
model to the views. The view pages that are implemented using
PHP, jQuery3, HTML5

4, CSS3
5 and Bootstrap6 library.

6.2 system implementation

6.2.1 Back-end System – Recommendation Engine

The core part of our system, the recommendation engine, is imple-
mented in Java. We used the Apache Mahout open-source library
as an external library for implementing some of the algorithms.
From Mahout we used the Recommender interface to implement a
custom recommender engine that will support multiple sources
of data and different similarity measures. As a delegate recom-
mendation class we used Mahout’s GenericItemBasedRecommen-

der class that offers implementation of the item-recommendation
as described in Chapter 5. Further, from Mahout we used the
AbstractDataModel class to extend the implementation of the data
model to accept inserting/updating preference values during run-
time. All of the Mahout’s data model implementations are im-
mutable, meaning that the data underneath is read only. We needed
this to support real time recommendations for our system.

Mahout does not offer an implementation for adjusted cosine
similarity measures that we used in this thesis. Since their rec-

3 http://jquery.com/

4 http://www.w3schools.com/html/html5_intro.asp

5 http://www.w3schools.com/css/css3_intro.asp

6 http://getbootstrap.com/2.3.2/

http://jquery.com/
http://www.w3schools.com/html/html5_intro.asp
http://www.w3schools.com/css/css3_intro.asp
http://getbootstrap.com/2.3.2/
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ommendation class accepts objects of the type ItemSimilarity in-
terface, we used this interface to create our own implementation.
We created AdjustedCosineSimilarity class that implements the
adjusted cosine similarity measure, as explained in Chapter 5. Fur-
ther, we implemented our own taxonomy similarity measure as ex-
plained in Chapter 5. The WikiYagoItemSimilarity class accepts
the YAGO taxonomy in a subject-object form as a HashMap of in-
teger ids of the objects. We also have a HashMap that maps the
Wikipedia entities to the Wikipedia categories from YAGO. Using
these two hash maps, we were able to create part of the taxonomy
tree that leads from the entity to the root. With this, we were able
to do the computations on the fly.

For computing the text-based similarity, we used the Mahout li-
brary, which already has an implementation for computing TF-IDF-
based similarity between text documents. Mahout’s algorithm ta-
kes an advantage of distributed computing using the Hadoop plat-
form, which makes the computation easier and faster. For our
computation we used a Cloudera CDH3u6 distribution of Hadoop.
Appendix A.1 shows a full detail description of all Hadoop com-
mands we used in order to compute the similarity between the ar-
ticles. The computation process from transforming the Wikipedia
articles to vector space models, and computing similarities be-
tween the vectors took roughly 15 hours. Afterwards, we saved
the precomputed item-item similarity matrix on the file system. To
use it in the recommendation process we have to load the precom-
puted similarities in main memory. For this we used the Trove7

TIntObjectHashMap implementation, which offers a high perfor-
mance and memory efficient implementation. We could also use
the Mahout’s GenericItemSimilarity class, but with this imple-
mentation we needed 30% more space in main memory.

We published the recommendation class as a web service in or-
der to use it in our front-end application. To create a Java web ser-
vice we used the Spring framework8 which creates a servlet that
can be run by any Java servlet container or application server. Our
web service offers methods for recommending top-K entities, in-
serting new users to the data set, setting/updating/deleting pref-
erence values of existing users for the items. It further has meth-
ods for changing the weighting parameters for our hybrid similar-
ity measure. The changes on the parameters are global and affect
the recommendations for all users.

7 http://trove.starlight-systems.com/

8 http://spring.io/

http://trove.starlight-systems.com/
http://spring.io/
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6.2.2 Front-end Application

We implemented the front-end application of our recommender
system in the PHP scripting language, jQuery Java Script library,
and Bootstrap CSS library. We used the MVC design pattern to
make our front-end application more maintainable and scalable.
The model part consists of PHP classes that implement logic for
reading and updating the underlying data. These classes access
the database directly. For each table we have one class that ma-
nipulates the data. In these classes we further have methods for
accessing the back-end recommendation web service, and access-
ing the Wikipedia API when needed. The controller part mainly
consists of PHP scripts that collect the data from the model to pro-
duce JSON arrays, which are consumed by the view using jQuery.
Further, the controller scripts serve as a mediator for updating the
data from the view to the model. We implemented the view pages
using PHP scripts with HTML code and jQuery. The data on the
views is displayed using Ajax calls to the controller scripts that re-
turn the data into JSON or HTML format.

For the design of the view pages or the user interface, we used
the Bootstrap CSS library created by Twitter under Apache Li-
cense v2.0. We also used other external open-source components,
for instance the jQuery Rating9, a jQuery plugin for creating an
Ajaxed star rating system. We used this component for rating the
entities that the users like and for correcting the estimated prefer-
ence values for the recommendations.

We faced a couple of challenges when developing the front end
application. The first one was, how to enable auto-completion op-
tion that is fast enough when searching 4M entities, and not to
overload our server machine by making too many database calls.
This applies to the so-called “fast writers“, who are able to write
many characters in under a second. To solve this problem, we
used a jQuery timer, that does not fire an Ajax call until the user
stops writing for a period of 300ms. Another challenge that we
faced is how to fetch and display the images for all liked and rec-
ommended entities. For most of the entities we have names of im-
ages that appear on the Wikipedia page. For some entities we did
not have any image. For those, we fetched the images by calling
the Wikipedia API. Bigger challenge was how to display the right
image for a specific entity. Here we did not have any information
about the position of the image in the Wikipedia page. It would
have been very helpful if we knew that some image appears in the

9 http://www.myjqueryplugins.com/jquery-plugin/jrating

http://www.myjqueryplugins.com/jquery-plugin/jrating
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info box of the Wikipedia page. To overcome this problem, we em-
ployed a word similarity measure, namely Levenshtein distance,
to find the closest image name to the entity name. We displayed
the image with the largest similarity to the entity name. Since
we fetch the images directly from Wikipedia, loading images for
many entities results in an unresponsive GUI and frustration by
the users. To overcome this problem, we used Ajax call after the
recommendation page with the text for all entities was loaded, to
load the images one by one.

We further had to determine an abstract to be presented for
each Wikipedia entity. From the Wikipedia revision history we
extracted the whole text for every page in a wiki format. Display-
ing this text in HTML does not look user friendly. To solve this
problem, we first tried to convert the wiki formated text from the
first paragraph into a HTML formated text. We used some exter-
nal Java library for converting wiki formated text in a HTML text.
However this library was not able to convert properly the first
paragraph of the wiki text for all entities. As a second option we
imported abstracts for all entities from a Wikipedia abstract dump
created specifically for Yahoo. However the abstracts in this dump
file were not complete at all. For most of the pages the abstract
was not properly converted and consisted of many wiki format-
ing characters, for instance brackets. As third option we tried to
crawl the Wikipedia API which produces fairly good abstracts for
most of the pages. However, contacting the Wikipedia API was
very slow. We crawled the abstracts for ten days, and we were able
to extract abstracts for nearly 2 million entities. The final display
of the abstract for each entity in our system is produced in four
steps. First we look in the database for the abstracts extracted from
the Wikipedia API. If this field is empty, or we have less than 50

characters for abstract, we move to the abstract that we converted
from the first paragraph of the Wikipedia page. If this abstract is
empty as well, we go to the one that we saved from the Wikipedia
dump. If this abstract also does not have content more than 50
characters, as a final option we do a call to the Wikipedia API. We
do all these checks and phases to avoid calling the Wikipedia API
which is an expensive operation.

In the next section we will explain the user interface of our rec-
ommender system, and the interaction of the users with the sys-
tem through screen shots from our application.
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6.3 user interface

Our system supports existing Wikipedia users, for which it can
recommend entities based on their contributions to the correspond-
ing Wikipedia articles. Additionally, our system supports new use-
rs, who have to initially specify couple of entities they like. Figure
6.3 shows the main page of our system. For existing Wikipedia
users to log in into the system, they can enter their user name or
their user id on the left side of the page. When a new user joins,
he can choose whether to get recommendations online, which is
not responsive in milliseconds, or offline, where he can provide
initial preferences for entities he likes, and get the recommenda-
tions later once they are computed. When an existing user returns
to the system he can use the first form to log in, by providing user
name, user id or email which he already provided.

Figure 6.3: The main page of the prototype application.

When a new user logs into in the system, after he clicks on one
of the options “Online“ or “Offline“ he is asked to provide an
email address that will be used as his login name. The user name
is auto generated to avoid collision with the existing Wikipedia
users.

In the “Offline“ recommendations section, the user has to ini-
tially provide some entities that he likes from five different cat-
egories. The system guides the user through the whole process
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Figure 6.4: Pop-over guide how to search entities.

Figure 6.5: Pop-over guide how to like entities.

by showing pop-over windows. Figure 6.4 shows a pop-over that
suggests to the user to type a movie name in the field. Next, the
system shows the user where else he should click to provide enti-
ties he likes in different categories. Figure 6.5 shows a suggestion
to the user to move next on the section Books. The remaining three
sections are Persons, Organizations and Others.

The system further helps the user in finding the desired entities,
by offering auto-completion. As the user types a name of an entity,
the system suggests the 20 most relevant entities that match the
characters the user has typed so far. This can be seen on Figure
6.6 where suggestions for The Hobbit movie are shown.

After the user chooses an entity that he likes, next, he has the
possibility to express how much he likes the entity. The user can
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Figure 6.6: Auto-complete feature for searching entities.

(a) Rating an entity. (b) Removing wrong entity.

Figure 6.7: Rating an entity and removing wrong entity.

express his preference for the chosen entity with a star type rat-
ing system on a scale from 1 to 8, where 8 means the user likes
the entity the most, and 1 the least. Figure 6.7a shows the rating
process together with pop-over help for the user. If the user thinks
that this is not the right entity, he can remove it from the list by
clicking on the "x" button (Figure 6.7b).

After the user has provided entities he likes, in the offline rec-
ommendation, we precompute the top-500 most relevant recom-
mendations based on the estimated preference values. The user
can then log in into the system and see his personalized recom-
mendations. We provide personalized recommendations across all
categories, and for each individual category. Figure 6.8 shows rec-
ommendations for one of our users for the category Movies. On the
left hand side are the entities the user already liked, and on the
right hand side the personalized recommendations for this user.
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Figure 6.8: Personalized recommendations in the Movies category.

(a) “Thumbs up“ and “thubs down“

for recommendation.

(b) Correcting the estimated rat-

ings.

Figure 6.9: Giving feedback for a recommendation.

The user can further give us a feedback about the recommen-
dations that we produced offline. The feedback consists of mark-
ing the recommendation as correct or incorrect. Figure 6.9a shows
“thumbs up“ and “thumbs down“ buttons that indicate that the
corresponding recommendation was correct or incorrect. The user
can also correct the estimated preference values for the recom-
mended entities if he thinks he likes them more or less. Figure
6.9b shows the process of correcting the estimated rating values.
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The online recommendation process is more interactive. The
users can choose entities they like from any category, and get rec-
ommendation in almost real time. Figure 6.10 shows the online
recommendation screen, where on the left hand side the entities
the user liked are shown, and on the right hand side the person-
alized recommendations for him. For each entity the user likes,
and for each change of the preference values, our data model is
updated though a web service call. After every change, new re-
commendations are computed and shown to the user. In analogy
to the offline recommendation, the user can correct the estimated
ratings, and can give feedback whether the recommendation was
correct or not.

Due to the size of our data model – the user-item matrix, the
YAGO taxonomy and the precomputed text-based similarities –
the recommendation engine requires 50GB of main memory.

Figure 6.10: Online recommendation of entities across all categories.

In Figure 6.11 we see a screen-shot with the liked and recom-
mended entities for one user in the Movies category. This user has
given a feedback for two movies for which he thinks that are rec-
ommended correctly.
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Figure 6.11: Liked and recommended entities in the Movies category.

In the next chapter we discuss the experimental evaluation that
we performed, to demonstrate the effectiveness of our system. We
analyze the results from an offline evaluation and a user study.
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E X P E R I M E N TA L E VA L U AT I O N

In this chapter we present a series of experiments that we per-
formed to evaluate the effectives of our method. We present the
experimental results with discussion and performance analysis for
the two types of experiments that we performed; an offline evalu-
ation and a user study. In each part we describe the setup and the
dataset we used for the evaluation. Before we present the results,
we describe all evaluation measures we used.

7.1 evaluation measures

Typical measures used for evaluation of recommender systems are
based either on prediction accuracy, e.g. Root Mean Square Error
(RMSE) and Mean Absolute Error (Mean Absolute Error (MAE)),
or classification accuracy, e.g. Precision, Recall, fall-out, Normal-
ized Discounted Cumulative Gain (NDCG), Mean Reciprocal Rank
(MRR), Mean Average Precision (MAP).

7.1.1 Prediction Accuracy

Prediction accuracy measures are one of the most used measures
for evaluation of recommender systems. These measures evaluate
the prediction engine, that is, the core part of each recommender
system. The prediction engine estimates the user preferences for
the unseen items. Prediction accuracy is typically independent of
the user interface and can be used for offline evaluation [33, 76].

There are many prediction accuracy techniques, but the two
most commonly used ones are Root Mean Square Error (RMSE)
and Mean Absolute Error (MAE). Mean Absolute Error (MAE), some-
times also called absolute deviation, takes the mean of the abso-
lute difference between each estimation and real preference for all
preferences of the users in the test set. MAE is computed as:

77
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MAE =
1

|Q|

∑
(u,i)∈τ

|r̂u,i − ru,i| (7.1)

where |Q| is the size of the test set, r̂u,i is the estimated preference
value of user u for item i and ru,i is the real preference value of
user u for item i. A smaller value for MAE means better results.
Thus, for example, for preference values on scale from 1 to 5, a
MAE of 0.5 means that the algorithm, on average, makes mistake
of 0.5 [33].

Root Mean Square Error (RMSE) is similar to MAE with the differ-
ence that emphases larger errors. RMSE would prefer an algorithm
that makes smaller error on more estimations than larger errors on
one estimation. For example, in a system with preference values
from 1 to 5 with four evaluated items, RMSE will penalize more
an algorithm that makes error of 3 on one estimated value and
0 on the other three, than an algorithm that makes an error of 2
on three estimated preference values and 0 on the forth. The com-
putation is similar to MAE, but the error is squared before it is
summed up, and then a square root is computed, as follows:

RMSE =

√√√√ 1

|Q|

∑
(u,i)∈τ

(r̂u,i − ru,i)2 (7.2)

If an evaluation is performed across datasets with different pref-
erence ranges, then MAE and RMSE can be normalized by divid-
ing the range of the possible ratings (rmax − rmin). These mea-
sures are called Normalized MAE (NMAE) and Normalized RMSE
(NRMSE) accordingly.

7.1.2 Classification Accuracy

The performance of the recommender systems can further be eval-
uated using measures of IR statistics [79]. These measures are usu-
ally used to evaluate recommender systems, for instance music
recommender systems, where the system does not predict the
users’ preference of items, but tries to recommend items to the
users that they may use. For example, when the user listens to a
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song, the system suggests to him a set of songs that the user may
also be interested in, given the song he is listening to. In such case,
it is not important whether the system will predict the preference
value properly, but whether the system properly predicts that the
user will listen to the recommended songs next [76].

Precision and Recall are the two best-known IR measures used to
assess the quality of information retrieval tasks in general. Recom-
mender systems are usually evaluated with IR statistics by taking
aside some of the items for which the user has already expressed
some preference values, and then the recommender system pre-
dicts a set of items that the user may like [76]. Table 7.1 shows the
confusion matrix of possible outcomes for the recommended and
the hidden items.

Recommended Not recommended

Liked True-Positive (TP) False-Negative (FN)

Not liked False-Positive (FP) True-Negative (TN)

Table 7.1: Classification of the possible result of a recommendation of an

item to a user.

The Precision P is computed as a fraction of items recommended
by the recommender that are liked by the user:

Precision(P) =
TP

TP+ FP
(7.3)

The Recall R is computed as fraction of liked items returned by
the recommender:

Recall(R) =
TP

TP+ FN
(7.4)

Figure 7.1 shows how Precision and Recall relate to the confu-
sion matrix. These measures are usually computed for a fixed list
of recommended items of length N, and are called Precision and
recall at N.
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Liked

FPNot Liked TN

TP FN

Recommended Not recommended

(a) Precision: TP
TP+FP

Liked

FPNot Liked TN

TP FN

Recommended Not recommended

(b) Recall: TP
TP+FN

Figure 7.1: Precision (a) and Recall (b) in the confusion matrix.

Another measure that is often used to evaluate recommender
systems [82] is F1 [33, 96] which is simplified Precision and Recall,
and is defined as follows:

F1 =
2PR

P+ R
(7.5)

Mean Average Precision (MAP) [60] is another information retrieval
statistical measure used for recommendation evaluation. It mea-
sures the accuracy of the returned results and their ordering com-
pared to the users preferences, such that relevant (liked) items
returned higher in the list result in a higher MAP [44, 87]:

MAP =
1

Q

Q∑
i=1

i

ranki
(7.6)

where |Q| is the size of the test dataset, ranki is the rank of the
item i in the recommendation result and i is the number of rele-
vant recommendations of rank ranki or less.

Mean Reciprocal Rank (MRR) [28] calculates the reciprocal of the
rank at which the first relevant recommendation occurred. MRR
has a value of 1 if a relevant recommendation was retrieved at
rank 1, 0.5 if relevant recommendation was retrieved at rank 2, etc.
MRR is defined as follows:

MRR =
1

|Q|

|Q|∑
i=1

1

ranki
(7.7)

where |Q| is the size of the test dataset and ranki represents the
rank of the item i in the recommendation result.

For evaluating the approaches presented in Chapter 5 we used
RMSE as prediction accuracy measure, and Precision, Recall, F1,
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MRR and MAP as classification accuracy measures. In the following
sections we present the results from an offline evaluation and a
user study.

7.2 offline evaluation

To evaluate our approach offline, it is necessary to simulate the
online process where the system makes predictions. This is usu-
ally done by hiding some of the user ratings, and using the others
as a knowledge to simulate how the user will rate an item. This
process is known as partitioning the dataset into training and test
sets. Depending on the size of the dataset, usually a sample of
randomly selected users are used for offline experiments [76].

There is a number of ways for partitioning the dataset into train-
ing and test sets. One approach is to partition it into a single train-
ing set and a single test set. There exists different alternatives of
this approach. If time stamps are available in the dataset, the data
can be partitioned based on some random time stamp, and the rat-
ings that are before the sampled time stamp are used for training,
and those after the time stamp for testing. Another alternative is
to vary the time stamp and simulate what the system’s predictions
would have been at that particular time [76]. Those techniques are
quite expensive, especially if the dataset is very large. A simpler
alternative is to ignore the time stamps and divide the dataset into
two randomly selected partitions. For example, we can use 70% of
the dataset as a training set and 30% as a test set.

One approach that is commonly used in many research papers
is to use a fixed number of known items or a fixed number of hid-
den items per test user. This approach is known as “given at n“
or “all but n“. However, this approach might not be applicable in
cases where the users have not rated exactly n items or more [76].

Another often used approach for splitting the dataset into a
training set and a test set is k-fold cross validation. In this approach
the users or the items are randomly split into k folds, and in turn,
one fold is used as a test set, and the remaining k-1 folds are used
to generate the training model.

In our experiments we used 5-fold cross validation where we
split the dataset into five approximately equal sets. The split is
done per user. First we shuffled the ratings for each user and
equally distributed them into five buckets, starting from the first
bucket. Considering only users with preference values for two and
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more entities assures that each user has preference values in at
least two buckets. This guarantees that each user will have prefer-
ences in the training dataset and in the test dataset. For evaluation
we used the leave-one strategy, where we take out one of the folds
to be our test dataset, and with the other four folds we built our
training set. We rotated the folds five times, so that each fold will
act as a test set and part of the training set. We report the results
as an average value of the five runs.

The goal of the offline evaluation is to filter algorithms used for
recommendation. In our approach we tested different algorithms
and approaches. In the following sections we present the results
from our offline study. We used RMSE as a measure to evaluate
the prediction accuracy of our algorithm. In this measure smaller
values mean better results. The scale for the users’ preferences is
from 1 to 8.

7.2.1 Setup

Due to the enormous size of our data model, the user-item pref-
erence matrix, precomputed text-based similarity and the YAGO
taxonomy, we executed our experimental evaluation on a server
class machine with two Intel© Xeon© X5650 CPUs (2.67GHx,
12MB L3 chache, 6 cores per CPU, 24 threads). The machine has
64GB of main memory and 4TB of disk space, running on Debian
GNU/Linux as an operating system and Oracle JVM 1.7.0_21-b01.

For the offline evaluation we only considered users who have
edited at least two Wikipedia articles, or have preference values
for at least two entities in our user-item matrix. This is done to
avoid having some user-item pairs placed only in the test set, and
not in the training set. For the evaluation, our dataset consisted of
the following numbers:

• Number of users: 1, 573, 678

• Number of items: 3, 475, 061

• Total number of preference values: 28, 463, 132

7.2.2 Results

First we present the results from two item-based collaborative fil-
tering algorithms, namely Pearson’s correlation coefficient and ad-
justed cosine similarity. Both algorithms have been proven to per-
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form well for computing item-based collaborative filtering simi-
larity. For both similarity measures we do not limit the number
of neighborhood size, since we already limited the number of en-
tities for each user during the computation of the preference val-
ues in Chapter 5. This number is 500 entities per user, based on
the derived preference value. Both measures return values from
[−1, 1], meaning that they can find items that are very similar and
very dissimilar. In Table 7.2 we can see the results of the RMSE
using pure Pearson’s correlation coefficient and adjusted cosine
similarity. We can observe that Pearson’s correlation coefficient
performs slightly better (RMSE of 1.48) than adjusted cosine simi-
larity (RMSE of 1.59).

In addition to the RMSE, we introduced another measure, “un-
able to recommend in how many cases“ which measures the num-
ber of cases for which the algorithm is not able to estimate prefer-
ence values. The recommendation algorithm usually is unable to
produce recommendations when the items are rated by very few
users. From Table 7.2 we can see that even though Pearson’s cor-
relation coefficient gives better results when measuring the RMSE,
the adjusted cosine similarity is able to produce recommendations
in six times more cases. The average number of recommendation
per fold is 5, 692, 626.4, and the total number of user-item prefer-
ence values is 28, 463, 132.

similarity measure rmse avg . unable to recommend

Pearson’s correlation coefficient 1.482 1, 776, 442.2

Adjusted cosine similarity 1.594 272, 136.8

Table 7.2: RMSE and “unable to recommend in how many cases“ using

Pearson correlation and adjusted cosine similarity.

As we mentioned in Chapter 5, we corrected the item-based sim-
ilarity measure, by shifting the values to the right to fall into
boundaries from [0, 1] (Equation 5.7). Again, we computed the
RMSE for Pearson’s correlation coefficient and adjusted cosine sim-
ilarity. From Table 7.3 we can notice that for both measures we
get improvement in the RMSE. When using Pearson’s correlation
coefficient we get RMSE of 1.03 or 30% decrease from the pure
Pearson’s correlation coefficient and when using adjusted cosine
similarity we get RMSE of 0.65 or decrease of 59% from before.



84 experimental evaluation

similarity measure rmse avg . unable to recommend

Pearson’s correlation coefficient 1.033 228, 565.2

Adjusted cosine similarity 0.654 263, 867.4

Table 7.3: RMSE and “unable to recommend in how many cases“ using

shifted Pearson correlation and adjusted cosine similarity.

Same as before, we measured in how many cases the recom-
mendation engine will not be able to produce recommendations
when using both similarity measures. In Table 7.3 we can see that
both measures perform about the same; Pearson’s correlation co-
efficient has slightly better results.

From these results we conclude that using adjusted cosine simi-
larity, with values shifted to the right to fall into boundaries from
[0, 1] gives better results; better RMSE and slightly worse number of
cases where the recommendation engine is unable to recommend.
Because of these reasons, in our approach we used this measure
as item-based similarity for the first part of our hybrid model.

For the second part of our hybrid similarity measure, the text-
based similarity, we used the cosine similarity to compute the simi-
larities between each Wikipedia article. Since there are 4.6M Wiki-
pedia articles in our dataset, we decided to precompute only a
limited number of pairwise similarities between the items. Pre-
computing all pairwise similarities would consume 60TB of disk
space. We used precomputation, also because computing the sim-
ilarities on the fly takes a lot of main memory as well. Thus, we
were unable to load the dataset in the main memory of our server.
Reading them from a database during computation of the similar-
ity was also not an option, because the similarity algorithm needs
to make thousands of database calls.

We experimented with two threshold values for precomputing
the pairwise item-item similarities. We precomputed the top-50
and the top-100 most similar items based on the similarity score
from the cosine similarity measure. On Table 7.4 we can see that
when using the precomputed top-50 and top-100 most similar
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items in predicting the preference values, the difference in the
RMSE is very negligible. The drop is bigger in the “unable to rec-
ommend in how many cases“ measure. Still, this number is quite
large when using this kind of similarity compared to item-based col-
laborative filtering. This is because we limit the number of items
for which we precomputed the similarity. Larger choices of this
number will produce much better results, but because of the space
limitation we were unable to test this hypothesis.

number of most similar items rmse avg . unable to recommend

50 1.261 4, 179, 761

100 1.249 3, 876, 177.6

Table 7.4: RMSE and “unable to recommend in how many cases“ using

text-based similarity.

Since using both, top-50 and top-100 similar items produce com-
parable results, we decided to use the top-50 most similar items,
because when using the top-100 we would not be able to load
the rest of the data for our model. Precomputing the top-50 most
similar items and loading them into main memory takes around
30GB of main memory, while loading the top-100 precomputed
most similar items takes around 50GB of main memory.

For the third part of our hybrid model, the YAGO taxonomy simi-
larity, we experimented with two measures. First, as similarity, we
used the maximum of the scores of the two entities in the YAGO
taxonomy that we defined in Chapter 5, as shown in Equation
7.8, and then, we used the similarity as defined in Equation 5.11,
where we take an average of the scores.

simt(i, j) = max(min(scoresi, scoresj)); (7.8)

For both cases we measured the RMSE and the cases in which the
recommendation algorithm is unable to estimate the preference
values. From Table 7.5 we can see that both measures give almost
the same RMSE. Further, Table 7.5 tells us that in both approaches,
the “unable to recommend in how many cases“ measure is almost
the same. Seeing these results we can conclude that we can use
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either technique to compute the similarity. However, for reasons
that we explained in Chapter 5, i.e. that Elvis Presley and Eminem
should not be perfectly similar, even though they belong to the
same leaf category, we decided to use the average of the scores
assigned to each category and class in the YAGO taxonomy.

score type rmse avg . unable to recommend

Maximum 1.073 2, 059, 786.4

Average 1.070 2, 059, 744.6

Table 7.5: RMSE and “unable to recommend in how many cases“ using

maximum and average of the scores in the YAGO taxonomy.

To summarize, we decided to use:

• adjusted cosine similarity as an item-based collaborative fil-
tering similarity measure,

• precomputing the top-50 most similar items based on the
TF-IDF and the cosine similarity between the vectors, as content-
based similarity measure, and

• the average score of the weights in the taxonomy tree to com-
pute the similarity between entities in the YAGO taxonomy.

We combine these three similarity measures into one hybrid model,
hoping that we will get better results. We hybridized the measures
using linear combination as shown in Equation 5.12.

We discussed how each individual technique performs in terms
of prediction accuracy. Now we want to find out what are the best
weighing parameters for Equation 5.12 in order to get the best re-
sults. To determine which is the best combination we used twenty
one choices of the weighting parameters α, β and γ from 0 to 1
with scaling step of 0.2, plus an uniform distribution 〈0.33, 0.33,
0.33〉. As described in Equation 5.12, the α parameter gives more
weight to the item-based collaborative filtering similarity, β gives
more weight to the text-based content based similarity, and γ gives
more weight to the YAGO-based taxonomy similarity.

Figure 7.2 shows the RMSE of our hybrid model using all twenty
two different permutation for the weighting parameters α, β and
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Figure 7.2: RMSE of the hybrid model using different combinations of

the weighting parameters.

γ. The plot shows that when using text-based similarity alone per-
forms the worst. YAGO-based taxonomy similarity alone does not
perform very well as well, compared to the item-based collaborative
filtering that performs the best according to RMSE. The plot further
shows that when the item-based similarity is included, α > 0.0,
the difference between the errors is very small. Even though the
text-based similarity alone performs the worst, the combination be-
tween the item-based and the text-based similarity (〈0.2, 0.8, 0.0〉) is
better than the combination between the item-based and the YAGO-
based taxonomy similarity (〈0.2, 0.0, 0.8〉).

As discussed above, the not so good performance concerning
RMSE of the text-based similarity is due to the fact that we only
consider a small number of most similar items—50. Also the re-
sults of the YAGO-based taxonomy similarity are not very good,
compared to the item-based collaborative filtering. The reason for
this is that not all entities are included in the YAGO taxonomy,
and those that are included, are similar to only a small number of
items, compared to the collaborative filtering item-based similarity.

Since the item-based collaborative filtering similarity measure
performs the best when measuring the RMSE, we employed the
other measure that we already introduced above, “unable to rec-
ommend in how many cases“. Table 7.6 shows the RMSE and the
“unable to recommend in how many cases“. The cells colored in
green show numbers that are comparably low from all the other.
The uniform choice, 〈0.33, 0.33, 0.33〉, of the weighting parameters
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α β γ rmse avg . unable to recommend

1 .0 0 .0 0 .0 0 .654 263 , 867 .4

0 .0 1 .0 0 .0 1 .261 4 , 179 , 761

0 .0 0 .0 1 .0 1 .070 2 , 059 , 739

0 .0 0 .2 0 .8 1 .099 1 , 597 , 104 .8

0 .0 0 .4 0 .6 1 .097 1 , 597 , 027 .6

0 .0 0 .6 0 .4 1 .096 1 , 596 , 989 .6

0 .0 0 .8 0 .2 1 .098 1 , 596 , 895 .6

0 .2 0 .0 0 .8 0 .759 249 , 915 .2

0 .2 0 .2 0 .6 0 .721 247 , 951 .4

0 .2 0 .4 0 .4 0 .737 247 , 939

0 .2 0 .6 0 .2 0 .752 247 , 923 .6

0 .2 0 .8 0 .0 0 .679 260 , 040

0 .4 0 .0 0 .6 0 .718 249 , 928 .6

0 .4 0 .2 0 .4 0 .713 247 , 939

0 .4 0 .4 0 .2 0 .703 247 , 947 .4

0 .4 0 .6 0 .0 0 .671 260 , 074 .2

0 .6 0 .0 0 .4 0 .699 249 , 933 .8

0 .6 0 .2 0 .2 0 .698 247 , 934 .2

0 .6 0 .4 0 .0 0 .667 260 , 088 .4

0 .8 0 .0 0 .2 0 .690 249 , 910 .6

0 .8 0 .2 0 .0 0 .666 260 , 091

0 .33 0 .33 0 .33 0 .715 247 , 927

Table 7.6: RMSE and “unable to recommend“ for hybrid similarity using

different combinations for the weighting parameters.

gives best results according to this measure, but the RMSE is little
bit higher than the others. As the final weighting parameter com-
bination we chose 〈0.6, 0.2, 0.2〉 since it gives the best results when
comparing both RMSE and “unable to recommend in how many
cases“. With this we showed that when using a hybrid model we
get better results in terms of both RMSE and “unable to recom-
mend in how many cases“ measures.
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7.3 user study

Even though an offline evaluation gives a good picture about the
effectiveness of our system, interactions with real users can still
provide additional information about the system performance. In
this section we integrated the previous results, obtained from the
offline analysis of the recommender algorithms, with an analysis
of the user study that we performed.

7.3.1 Setup

For the user study we used the prototype demo implementation
that we already explained in Chapter 6. We asked people from
Saarland University to chose and rate around five entities they like
from five different categories: Movies, Books, Persons, Organizations
and Others. Twenty people participated in our study. Some of the
users rated very few items – there was one user with only 6 rated
entities, and there were users that rated more than a hundred en-
tities – one user had 116 entities that he expressed preferences for.
Table 7.7 shows the total number of rated entities in each category.

category number of rated entities

Movies 157

Books 122

Persons 120

Organizations 114

Others 64

Table 7.7: Total number of rated entities in each category.

We evaluated the ratings we obtained from the user study using
prediction accuracy (RMSE), and classification accuracy (Precision,
Recall, F1, MRR and MAP) measures. Similar to the offline eval-
uation, we used 5-fold cross validation. However, here the folds
are created based on the five categories in which the user rated
entities, instead of randomly. For each user we used the entities
they rated in one category as a test set, and the rated entities from
the other four categories as a training set. We then merged the
training set for each user with the user model that we created in
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Chapter 5 and evaluated in the previous section. We rotated the
rated entities from each section to be once in the test set, and once
in the training set. For the final numbers we took an average from
the results we obtained.
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Figure 7.3: RMSE of the user study using 〈0.6, 0.2, 0.2〉 for the hybrid

model and across different categories.

7.3.2 Results

Figure 7.3 reports the results from measuring the RMSE when as a
test sets we took the user preferences for entities from the five dif-
ferent categories. For this experiment we used our hybrid model
with weighting parameters: α = 0.6, β = 0.2 and γ = 0.2 as es-
tablished in the previous section. From the plot we can observe
that our approach performs better when estimating preference
values for the category Persons, compared to the category Movies,
when measuring the RMSE. We believe that this is due to the fact
that most of the entities are classified as persons according to the
YAGO category system, and very few as movies and books. In Fig-
ure 7.4 we show the distribution of the number of entities in each
of the categories classified according to YAGO. Here we show re-
sults from four categories since the category Others contains all
the entities. From the histogram we can see that 1M entities are
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classified as persons, and only 65K as movies. Surprisingly bet-
ter are the results for the Books category, even though the number
of entities classified as books according to YAGO is smallest (36K).
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Figure 7.4: Number of entities per category according to YAGO taxon-

omy classification.

The prediction error is a bit larger from the user study when
compared to the results from the offline evaluation discussed in
the previous section. We believe that this is because only a lim-
ited number of users were evaluated, and the average of the error
is taken into account. Also, here we used real user preferences,
wheres in the dataset from the offline analysis we computed the
preference values using a custom method explained in Chapter 5.

Besides the prediction accuracy measure, we further assessed
the classification accuracy measures, namely Precision, Recall, F1,
MRR and MAP, for the users from the user study. For each user
we took aside the preferences for the entities from one category,
and used them as a test set. We used the rest of the user pref-
erences together with the user model created of the Wikipedia
users from the revision history as a training set. Same as before,
we performed an evaluation for each individual category. For all
measures presented bellow, the results are taken as macro average
from all the users. This means that we first compute the results
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for all users, and then take an average of the computed results.
We measured Precision and Recall at 10, and for MRR and MAP
we tried to find out where in the recommendation the test entities
will appear. Since we have to specify how many recommendations
should be produced, we tried to find a number that is big enough
and still the computation to be reasonably fast. To that end, we
used the number of 50, 000.

user category mrr map

25000601 Books 0.333 0.333

25000614 Movies 0.663 0.833

Books 0.333 0.333

25000615 Persons 0.083 0.083

Others 0.005 0.005

25000616 Movies 1.0 1.0

Persons 0.028 0.052

Organizations 0.027 0.050

25000617 Persons 0.5 0.5

25000629 Movies 1.0 1.0

Books 1.0 1.0

Organizations 0.2 0.2

25000642 Organizations 0.25 0.25

Table 7.8: MRR & MAP using only text-based similarity.

Figures 7.5, 7.6 and 7.7 show the Precision, Recall, F1, MRR and
MAP using the twenty two different combinations for the weight-
ing parameters. The first three figures, reading from left to right,
present the results from the classification accuracy measures when
using the three individual similarity measures, namely item-based
collaborative filtering similarity, text-based content similarity and
YAGO-based taxonomy similarity. The scale of all figures is the
same, except of the second one. The second figure has different
scale, because it reports on bigger numbers. The results on this fig-
ure are very specific, especially the MRR and MAP. These are good
when using only text-based similarity, since the recommender sys-
tem was able to produce recommendations in very few cases. For
all the users, across all the categories only 14 recommendations
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were produced. Table 7.8 shows the cases for which our recom-
mender system was able to produce recommendations together
with the MRR and MAP. We can see that at most three entities were
found in the top-50, 000 recommendations per user. For the other
entities and other users, the recommendation engine was not able
to produce any results. Since for computing the MRR and MAP we
divide the sum by the number of entities that were found in the
top-50, 000 recommendations, we see misleadingly good results.
Further, from the figures we can notice that when using this sim-
ilarity, we were able to get Precision and Recall for the category
Persons. For all the other approaches and settings for the weight-
ing parameters, the Precision and the Recall is 0. Additionally, the
Precision and the Recall for the Others category in any setting is 0.
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(a) α = 1.0 β = 0.0 γ = 0.0.
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(b) α = 0.0 β = 1.0 γ = 0.0.
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(c) α = 0.0 β = 0.0 γ = 1.0.
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(d) α = 0.33 β = 0.33 γ = 0.33.

Figure 7.5: Precision, Recall, F1, MRR and MAP for the different combi-

nations of the weighting parameters.
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(a) α = 0.0 β = 0.2 γ = 0.8.
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(b) α = 0.0 β = 0.8 γ = 0.2.
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(c) α = 0.8 β = 0.0 γ = 0.2.
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(d) α = 0.8 β = 0.2 γ = 0.0.
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(e) α = 0.2 β = 0.0 γ = 0.8.
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(f) α = 0.2 β = 0.8 γ = 0.0.
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(g) α = 0.0 β = 0.4 γ = 0.6.
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(h) α = 0.0 β = 0.6 γ = 0.4.
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(i) α = 0.4 β = 0.0 γ = 0.6.
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(j) α = 0.4 β = 0.6 γ = 0.0.

Figure 7.6: Precision, Recall, F1, MRR and MAP for the different combi-

nations of the weighting parameters.
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(a) α = 0.6 β = 0.0 γ = 0.4.
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(b) α = 0.6 β = 0.4 γ = 0.0.
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(c) α = 0.2 β = 0.2 γ = 0.6.
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(d) α = 0.2 β = 0.6 γ = 0.2.
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(e) α = 0.6 β = 0.2 γ = 0.2.
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(f) α = 0.4 β = 0.2 γ = 0.4.
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(g) α = 0.4 β = 0.4 γ = 0.2.
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(h) α = 0.2 β = 0.4 γ = 0.4.

Figure 7.7: Precision, Recall, F1, MRR and MAP for the different combi-

nations of the weighting parameters.

Further, when comparing the Precision, Recall, MRR and MAP
for the YAGO-based taxonomy similarity approach, the results are
better than the item-based approach. This stands from the fact that
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when using the YAGO-based similarity the recommendation en-
gine was not able to produce recommendation in most of the cases.
We already discussed the reasons for this earlier in this chapter
when we compared the RMSE and the “unable to recommend in
how many cases“ measure.

From the figures, we can further observe that when we exclude
the item-based collaborative filtering similarity, (α = 0) we get
better results compared to when the other two similarity mea-
sures are excluded. For example, if we take a look at Figure 7.6b
which puts more emphasis on the text-based similarity, less on
the YAGO-based similarity, and none on the item-based similarity
(〈0.0, 0.8, 0.2〉), and at Figure 7.6c which gives more emphasis on
the item-based similarity, again less on the YAGO-based similarity
and none on the text-based similarity (〈0.8, 0.0, 0.2〉), we can observe
that the Precision and the Recall are better when the item-based ap-
proach is excluded. Same as before, we believe that this is due to
the fact that when using textual based similarity the recommenda-
tion engine was not able to produce results in most of the cases.
Moreover, it seems that when putting emphasis on the item-based
similarity, the Precision and the Recall for the categories Movies
and Persons is 0. We believe that this due to the fact that in our
dataset more than 1M entities are persons, and the difference of
the similarities between them is not very large. For the categories
Books and Organizations all the measures reported numbers grater
than 0.

In these figures, small numbers are to be expected because of
the following reasons. We measure Precision and Recall at 10 us-
ing the strategy of taking out the liked entities from one category
(usually 5 entities) and using the rest of the liked entities from the
other categories as a training set to predict whether we will rec-
ommend the already liked entities. However, the best recommen-
dations are not necessarily among those the user already knows
about. According to [76], possible reasons for not getting good re-
sults when evaluating the classification accuracy is because here
typically is assumed that the not liked items would have not been
liked even if they had been recommended – i.e. that they are un-
interesting or useless for the user. However, this may not be true,
because the set of not liked items may contain some interesting
items that the user did not select. For example, a user may not
have liked an item because he was unaware of its existence, but af-
ter the recommendation exposed that item the user can decide to
select it. Thus, we might recommend the little-known cult movie
Waking Ned Devine and it will be penalized just because the user
did not rated it, or haven’t heard of it. But after watching the
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movie, the user might absolutely love it. In this case the number
of false positives is over estimated.

Even though the results from the classification accuracy are not
as encouraging as the results from the accuracy prediction (when
measuring the RMSE), the tests nevertheless have some use. The
items the user prefers are a reasonable proxy for the best recom-
mendations for the user, but they are by no means a perfect one.
Therefore, we performed another study to measure the satisfac-
tion of the users for the personalized recommendations that we
produced for them. In the rest of this chapter we analyze the re-
sults from this study.

For the second part of our user study we asked the users who
already participated in the study to give us a feedback for the rec-
ommendations we provided for them. For performance reasons
we precomputed the top-500 recommendations per category for
each user and showed them to the users. By default we showed
the top-50 recommendations for each of the five categories Movies,
Books, Persons, Organizations and Others, plus a sixth category Cross
category. The users could also see all 500 recommendations by
changing the number of displayed recommendations. The feed-
back consisted of rating whether the displayed recommendations
were correct or not, and correcting the estimated preference value.
However, not all of the users gave us a feedback for all recom-
mended entities. We believe that due to the nature of the recom-
mendation process—to recommend entities that are not very pop-
ular or known. Most of the users chose to give feedback to entities
that they are familiar with, or think that they might like them. For
the unknown entities to them they did not gave us any feedback.
Ten users responded to the second call for our user study.

Figure 7.8 shows the overall distribution of the correctness of
the displayed recommendations per user from all the 500 recom-
mendations for all categories. Seven of the users thought that
we have produced more correct recommendations than incorrect,
compared to three that thought that we have produced more incor-
rect recommendations than correct. Figure 7.9 presents the results
from the top-50 recommended entities. The results here include
also the number of entities for which the users did not gave us
feedback. Here, eight users gave us feedback that the recommen-
dations were more correct than incorrect compared to two that
thought that the recommendations were more incorrect than cor-
rect. Five users did not give us a feedback for more than half of
the recommended entities.
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Figure 7.8: Overall users’ feedback about the correctness of the provided

top-500 recommendations.
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Figure 7.9: Overall users’ feedback about the correctness of the provided

top-50 recommendations.

In Figure 7.10 we see the number of correct recommendations
according to all the users for each individual category. From the
plot we can observe that across all categories we produced more
correct recommendations than incorrect. From this plot we can
further see that our approach performs better when recommend-
ing entities across all categories, which ultimately was our goal.
Figure 7.11 shows the distribution of the number of correct, incor-
rect and no feedback recommendations for the top-50 produced
recommendations. Again, we see that the number of correct rec-
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ommendations is larger than the number of incorrect. From this
plot we can conclude that our approach performs better when rec-
ommending entities from the category Movies and Cross category.
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Figure 7.10: Users’ feedback about the correctness of the provided top-

500 recommendations per category.
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Figure 7.11: Users’ feedback about the correctness of the provided top-50

recommendations per category.
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In Figure 7.14 we see the distribution of the users’ feedback for
each individual user across the different categories. We can ob-
serve that most of the users rated our recommendations as posi-
tive for all categories. However, there were users that thought that
we did not perform very well in some of the categories. For in-
stance, the user with id 2500640 thought that our approach does
not perform very well when recommending entities from the Cross
category, Persons, Organizations and from the Others category, but
performs well when recommending entities from the Movies and
the Books. The user with id 25000635 thought that our approach
does not perform very well in none of the categories, except Books.
Another interesting case is the user with id 25000614 who thought
that our recommender systems performs especially well recom-
mending entities in the Cross category and in the category Others.

Figure 7.12 shows the overall numbers of correct and incorrect
recommendations for all categories. Figure 7.12a reports numbers
from all recommended entities, and Figure 7.12b the top-50 rec-
ommended entities per each category. In both cases we can ob-
serve that the overall number of correctly recommended entities
is larger than the overall number of incorrectly recommended en-
tities. On the second plot we can see that for most of the entities
the users did not gave us feedback. We believe that the recom-
mended entities for which we did not receive any feedback are
the potential true recommendations, since the main goal of the
recommender systems is to recommend entities that are not very
popular and widely unknown.

 0

 200

 400

 600

 800

 1000

N
u

m
b

e
r 

o
f 

e
n

ti
ti
e

s

Correct

Incorrect


(a) Users’s feedback: correctness for

all recommended items.
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Figure 7.12: Users’ feedback overall number of correctness.
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Figure 7.13: RMSE of the estimated and corrected user preferences from

the user study.

Apart from the user satisfaction, we measured the RMSE of the
corrected and estimated preference for which the users gave us
feedback. In total, the users corrected 652 estimated preferences
for the recommended entities. On Figure 7.13 we present the re-
sults from the RMSE. The first bar shows the overall RMSE for all
corrected preferences, and the next bars show the error by cat-
egory. From the plot we can see that our system estimates the
ratings for the category Books better than the other categories. For
the category Others the RMSE was largest.

7.4 summary

In this chapter we discussed the different types of experiments
that we performed to show the effectiveness of our approach. In
an offline evaluation, measuring the prediction accuracy (RMSE),
we showed that when using hybridization of the proposed recom-
mendation techniques we were able to achieve an optimal balance
between the two measures, RMSE and “unable to recommend in
how many cases“. By evaluating the whole dataset, we were able
to achieve a RMSE of 0.698 and we were able to recommend in
87% of the cases. Further, by measuring the prediction and classi-
fication accuracy from the user study, we were able to show the
performance of our system when interacting with real users. Even
though the classification accuracy results were not as encouraging
as the prediction accuracy results obtained in the offline evalua-
tion, the results from the user feedback gave us a clear picture
that our approach performs reasonably well. Most of the users
reported that personalized recommendations were correct than in-
correct. Moreover, the users gave us feedback only for the recom-
mendations that they know about, but if they get to know the
unknown entities, maybe they will like them as well, and give us
even better feedback.
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8
C O N C L U S I O N A N D F U T U R E W O R K

In this thesis we presented a novel application for personalized
recommendation of entities across different categories. The pro-
posed hybrid recommendation model utilizes users’ contributions
to Wikipedia articles for the corresponding entities, the similarity
between the entities based on the article text, as well as the rela-
tions of the entities within the YAGO taxonomy. We developed
a generic entity recommendation system which employs various
pairwise similarity measures extracted from both Wikipedia revi-
sion history and the YAGO taxonomy.

First, we studied the data sources we had in hand, namely
Wikipedia and YAGO to better understand the characteristics of
the entities that have corresponding Wikipedia articles, and are
present in the YAGO knowledge base. We further analyzed the
relations between the Wikipedia users and the entities based on
the users’ contributions to the corresponding article in Wikipedia.
We applied some noise reduction techniques and we derived im-
plicit user preferences from the abounded user edits. We com-
bined three recommendation techniques, collaborative filtering, con-
tent-based filtering and knowledge-based filtering to overcome the prob-
lems of each individual technique and obtain better performance.

In our experiments, we evaluated our proposed methods us-
ing an offline evaluation and a user study. During the offline
evaluation we were able to achieve a RMSE of 0.67. With our
hybrid model we were able to produce recommendation in 87%
of the cases. In the user study, even though we were not able to
achieve very good classification accuracy (Precision, Recall, MRR
and MAP) results, with the results of the direct user feedback we
showed the effectiveness of our method. Most of the users rated
the recommendations that we produced as correct.

Future studies of this work can go into direction of improv-
ing the classification accuracy performance. Possible actions can
be reducing the noise that the Wikipedia revision history con-
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104 conclusion and future work

tains. A deeper analysis could be performed to filter revisions
that are not relevant. Further, a time-aware model can be incorpo-
rated in our approach, that analyses the users contributions over
time, thus obtaining collaborative filtering similarities between the
items over different periods of time. Moreover, we can create more
fine grained categorizations of entities, including music, events or
even deeper classification of movies based on gender.

Additionally, we can incorporate the Wikipedia access statistics
as an additional data source in order to enrich our data model
and to lessen the data sparsity problem. For new users that do not
have any entities liked, we can recommend the most popular enti-
ties in Wikipedia based on the access statistics or in-link count. We
can also experiment with different learning-based or factorization-
based approaches.

We proposed a stand-alone recommendation system that works
independently from Wikipedia and YAGO. Our methods could
be embedded into Wikipedia to recommend articles for editing or
reading to the contributors.



A
A P P E N D I X

a.1 hadoop commands for computing text-based sim-
ilarity using mahout

To compute the text-based similarity we used Mahout library has
a Hadoop implementation of the TF-IDF algorithm, as well as
Hadoop implementation for cosine similarity between rows. The
first step is to convert the text into sequence file. We wrote a sim-
ple Java code for doing that, using Mahout’s SequenceFileWriter

class. The second step is to convert the sequence file into a vector.
For this we used seq2sparse command as follows:

bin/mahout seq2sparse \

-i /user/dmilchev/wikipedia-seqfiles/ \

-o /user/dmilchev/wikipedia-vectors/ \

-ow -chunk 100 \

-wt tfidf \

-x 90 \

-seq \

-ml 50 \

-md 3 \

-n 2 \

-nv \

-Dmapred.map.tasks=1000 -Dmapred.reduce.tasks=1000 �
Where:

• -chunk is the size of the file.

• -x the maximum number of the term should occur in, to be
considered a part of the dictionary file. If it occurs less than
-x, then it is considered as a stop word.

• -wt is weighting scheme.
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• -md The minimum number of documents the term should
occur in to be considered a part of the dictionary file. Any
term with lesser frequency is ignored.

• -n The normalization value to use in the Lp space. 2 is good
for cosine distance, which we are using in clustering and for
similarity

• -nv to get named vectors making further data files easier to
inspect.

The third step is to create a matrix from the sparse vectors. For
that we used the following Mahout command:

bin/mahout rowid -i /user/dmilchev/wikipedia-vectors/tfidf-

vectors/part-r-00000 -o /user/dmilchev/wikipedia-matrix �
The last step is to create a collection of similar docs for each row

of the matrix above. This will generate the 50 most similar docs to
each doc in the collection:

bin/mahout rowsimilarity -i /user/dmilchev/wikipedia-matrix/

matrix -o /user/dmilchev/wikipedia-similarity50 -r 12668617

--similarityClassname SIMILARITY_COSINE -m 50 -ess -

Dmapred.map.tasks=1000 -Dmapred.reduce.tasks=1000 �
Where 12668617 is the number of columns in the matrix that the
rowid command produced.



L I S T O F F I G U R E S

Figure 1.1 Personalized recommendations in the movies

category . . . . . . . . . . . . . . . . . . . . 3

Figure 2.1 User-preference-item triple . . . . . . . . . 8

Figure 2.2 Subject-predicate-object triple . . . . . . . . 21

Figure 2.3 Example facts for Freddie Mercury from

YAGO’s demo browser . . . . . . . . . . . . 23

Figure 4.1 Snapshot of the Wikipedia revision history

about the article for the singer Freddie Mer-

cury . . . . . . . . . . . . . . . . . . . . . . . 36

Figure 4.2 Database model of the revision history . . 37

Figure 4.3 Log-log plot of the number of users that

edited a certain number of pages . . . . . . 39

Figure 4.4 Log-log plot of the number of users that

edited a certain page . . . . . . . . . . . . . 40

Figure 4.5 Semi-log plot of the long tail of page edits 40

Figure 4.6 Number of minor and major revisions . . . 41

Figure 4.7 Number of users that created only minor

revisions, only major and both . . . . . . . 41

Figure 4.8 Category box from the Wikipedia article

about Freddie Mercury . . . . . . . . . . . . 42

Figure 4.9 Database model of YAGO’s rdf:type and

rdfs:subClassOf connected with the page

table . . . . . . . . . . . . . . . . . . . . . . 43

Figure 4.10 Log-log plot of the number of pages by

number of categories they belong to . . . . 43

Figure 5.1 Relations between the Wikipedia users, ar-

ticles, and the entities in YAGO . . . . . . . 46

Figure 5.2 Overall architecture of the system . . . . . 47

Figure 5.3 YAGO-taxonomy example . . . . . . . . . . 58

107



108 List of Figures

Figure 6.1 System architecture . . . . . . . . . . . . . . 64

Figure 6.2 Entity Relationship diagram of the database

model . . . . . . . . . . . . . . . . . . . . . . 65

Figure 6.3 The main page of the prototype application 70

Figure 6.4 Pop-over guide how to search entities . . . 71

Figure 6.5 Pop-over guide how to like entities . . . . 71

Figure 6.6 Auto-complete feature for searching entities 72

Figure 6.7 Rating an entity and removing wrong entity 72

Figure 6.8 Personalized recommendations in the movies

category . . . . . . . . . . . . . . . . . . . . 73

Figure 6.9 Giving feedback for a recommendation . . 73

Figure 6.10 Online recommendation of entities across

all categories . . . . . . . . . . . . . . . . . . 74

Figure 6.11 Liked and recommended entities in the Movies

category . . . . . . . . . . . . . . . . . . . . 75

Figure 7.1 Precision (a) and Recall (b) in the confusion

matrix . . . . . . . . . . . . . . . . . . . . . 80

Figure 7.2 RMSE of the hybrid model using different

combinations of the weighting parameters 87

Figure 7.3 RMSE of the user study . . . . . . . . . . . 90

Figure 7.4 Number of entities per category according

to YAGO taxonomy classification . . . . . . 91

Figure 7.5 Precision, Recall, F1, MRR and MAP for

the different combinations of the weighting

parameters . . . . . . . . . . . . . . . . . . 93

Figure 7.6 Precision, Recall, F1, MRR and MAP for

the different combinations of the weighting

parameters (2) . . . . . . . . . . . . . . . . 94

Figure 7.7 Precision, Recall, F1, MRR and MAP for

the different combinations of the weighting

parameters (3) . . . . . . . . . . . . . . . . 95

Figure 7.8 Overall users’ feedback about the correct-

ness of the provided top-500 recommenda-

tions . . . . . . . . . . . . . . . . . . . . . . 98



List of Figures 109

Figure 7.9 Overall users’ feedback about the correct-

ness of the provided top-50 recommenda-

tions . . . . . . . . . . . . . . . . . . . . . . 98

Figure 7.10 Users’ feedback about the correctness of the

provided top-500 recommendations per cat-

egory . . . . . . . . . . . . . . . . . . . . . . 99

Figure 7.11 Users’ feedback about the correctness of the

provided top-50 recommendations per cat-

egory . . . . . . . . . . . . . . . . . . . . . . 99

Figure 7.12 Users’ feedback overall number of correct-

ness . . . . . . . . . . . . . . . . . . . . . . . 100

Figure 7.13 RMSE of the estimated and corrected user

preferences from the user study . . . . . . 101

Figure 7.14 Users’ feedback about the correctness of the

provided recommendations per user and

per category . . . . . . . . . . . . . . . . . . 102



L I S T O F TA B L E S

Table 2.1 User-item matrix . . . . . . . . . . . . . . . 9

Table 2.2 Similarity between users using Pearson’s

correlation coefficient . . . . . . . . . . . . . 12

Table 5.1 User-item edit threshold . . . . . . . . . . . 50

Table 5.2 Revision history table . . . . . . . . . . . . 52

Table 5.3 User-item matrix of preference values . . . 54

Table 5.4 Precomputed similarity between items us-

ing adjusted cosine similarity . . . . . . . . 55

Table 5.5 Precomputed similarity between items us-

ing TF-IDF and cosine similarity . . . . . . 57

Table 5.6 Precomputed similarity between items us-

ing YAGO taxonomy similarity . . . . . . . 60

Table 5.7 Precomputed similarity between items us-

ing hybrid similarity . . . . . . . . . . . . . 61

Table 7.1 Classification of the possible result of a rec-

ommendation of an item to a user . . . . . 79

Table 7.2 RMSE and “unable to recommend in how

many cases“ using Pearson’s correlation co-

efficient and adjusted cosine similarity . . 83

Table 7.3 RMSE and “unable to recommend in how

many cases“ using shifted Pearson’s corre-

lation coefficient and Adjusted cosine sim-

ilarity . . . . . . . . . . . . . . . . . . . . . . 84

Table 7.4 RMSE and “unable to recommend in how

many cases“ using text-based similarity . . 85

Table 7.5 RMSE and “unable to recommend in how

many cases“ using maximum and average

of the scores in the YAGO taxonomy . . . . 86

Table 7.6 RMSE and “unable to recommend“ for hy-

brid similarity using different combinations

for the weighting parameters . . . . . . . . 88

110



Table 7.7 Total number of rated entities in each cate-

gory . . . . . . . . . . . . . . . . . . . . . . . 89

Table 7.8 MRR & MAP using only text-based similar-

ity . . . . . . . . . . . . . . . . . . . . . . . 92

A C R O N Y M S

CF collaborative filtering

CBF content-based filtering

KBF knowledge-based filtering

RS Recommender systems

RMSE Root Mean Square Error

MRR Mean Reciprocal Rank

MAP Mean Average Precision

LSA latent semantic analysis

LSI latent semantic indexing

SVD Singular Value Decomposition

TF-IDF term frequency-inverse document frequency

TF term frequency

IDF inverse document frequency

SPO subject-predicate-object

RDF Resource Description Framework

RDF-s RDF Schema

OWL Ontology Web Language

WSML Web Service Modeling Language

MAE Mean Absolute Error

111



112 acronyms

IR Information Retrieval

kNN k-Nearest-Neighbor

RBM restricted Boltzmann machine

GFDL GNU Free Document License

NDCG Normalized Discounted Cumulative Gain

NMAE Normalized MAE

NRMSE Normalized RMSE

AI Artificial Intelligence



B I B L I O G R A P H Y

[1] Easyrec (2013). http://www.easyrec.org/.
[Online; accessed 12-November-2013].

[2] Domoz (2013). http://www.domoz.org/.
[Online; accessed 10-November-2013].

[3] Freebase (2013). Freebase. http://www.freebase.com/.
[Online; accessed 12-November-2013].

[4] Myrrix (2013). http://myrrix.com.
[Online; accessed 12-November-2013].

[5] Rouse, M. (2007). knowledge base. http://searchcrm.

techtarget.com/definition/knowledge-base.
[Online; accessed 12-November-2013].

[6] The Netflix Prize (2009). http://netflixprize.com/.
[Online; accessed 08-July-2013]

[7] Weha (2013). http://weha.sourceforge.net/.
[Online; accessed 15-June-2013].

[8] Wikipedia (2001). http://wikipedia.org/.
[Online; accessed 08-July-2013].

[9] Adomavicius, G. and Tuzhilin, A. (2005). Toward the next gen-
eration of recommender systems: a survey of the state-of-the-
art and possible extensions. IEEE Transactions on Knowledge and
Data Engineering, 17(6):734–749.

[10] Albadvi, A. and Shahbazi, M. (2009). A hybrid recommen-
dation technique based on product category attributes. Expert
Systems with Applications, 36(9):11480–11488.

[11] Anderson, C. (2008). Long tail, the, revised and updated edition:
Why the future of business is selling less of more. Hyperion Books,
New York.
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