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1 Introduction

The problem of term indexing can be formulated abstractly as follows (see [19]).
Given a set L of indexed terms, a binary relation R over terms (called the retrieval

condition) and a term t (called the query term), identify the subset M of L that
consists of the terms l such that R(l, t) holds. Terms in M will be called the
candidate terms. Typical retrieval conditions used in first-order theorem proving
are matching, generalization, unifiability, and syntactic equality. Such a retrieval
of candidate terms in theorem proving is interleaved with insertion of terms to
L, and deletion of them from L.

In order to support rapid retrieval of candidate terms, we need to process
the indexed set into a data structure called the index. Indexing data structures
are well-known to be crucial for the efficiency of the current state-of-the-art
theorem provers. Term indexing is also used in logic and functional program-
ming languages implementation, but indexing in theorem provers has several
distinctive features:

1. Indexes in theorem provers frequently store 105–106 complex terms, unlike
a typically small number of shallow terms in functional and logic programs.

2. In logic or functional language implementation the index is usually con-
structed during compilation. On the contrary, indexes in theorem proving
are highly dynamic, since terms are frequently inserted in and deleted from
indexes. Index maintenance operations start with an index for an initial set
of terms L, and incrementally construct an index for another set L′ that is
obtained by insertion or deletion of terms to or from L.

3. In many applications it is desirable for several retrieval operations to work
on the same index structure in order to share maintenance overhead and
memory consumption.

? Partially supported by the Spanish CICYT project HEMOSS ref. TIC98-0949-C02-
01.



Therefore, along the last two decades a significant number of results on new
indexing techniques for theorem proving have been published and successfully
applied in different provers [19, 6, 8, 18, 24, 16, 11, 2, 4, 5, 26, 22, 21]. In spite of
this, important improvements of the existing indexing techniques are still pos-
sible and needed, and other techniques for previously not considered retrieval
operations need to be developed [14]. But implementors of provers need to know
which indexing technique is likely to behave best for his/her applications, and
developers of new indexing techniques need to be able to compare techniques
in order to get intuition about where to search for improvements, and in order
to provide scientific evidence of the superiority of new techniques over other
previous ones12.

Unfortunately, practice has revealed that an asymptotic worst-case or average-
case complexity analysis of indexing techniques is not a very realistic enterprise.
Even if such analysis was done, it would be hardly useful in practice. For exam-
ple, very efficient linear- or almost linear-time algorithms exist for unification
[17, 10] but in practice these algorithms proved to be inefficient for typical ap-

plications, and quadratic- or even exponential-time unification algorithms are
used instead in the modern provers. Thus, theoretically worse (w.r.t. asymptotic
complexity analysis) algorithms in this area frequently behave better in prac-
tice than other optimal ones. For many techniques one can design bad examples
whose (worst-case) computational complexity is as bad as for completely naive
methods. An average-case analysis is also very difficult to realize, among other
reasons because in most applications no realistic predictions can be made about
the distribution of the input data.

Similar phenomena take place when randomly generated data are used for
benchmarking. For example, in propositional satisfiability attempts to find hard
problems resulted in discovering random distributions of clauses which guarantee
the existence of a phase transition [1, 13]. Experimentally it has been discovered
that problems resulting from the random clause generation in the phase tran-
sition region are hard for all provers, but the provers best for these problems
proved to be not very efficient for more structured problems coming from prac-
tical applications [7].

1 In fact, in the recent past two of the authors recommended rejection for CADE of
each other’s papers on improvements of code tree and substitution tree indexing due
to the lack of evidence for a better performance.

2 Due to the lack of evidence of superiority of some indexing techniques over other
ones, system implementors have to take decisions about implementing a particular
indexing technique based on criteria not directly relevant to the efficiency of the
technique. As an example, we cite [23]:

Following the extremely impressive results of Waldmeister, we have chosen
a perfect discrimination tree . . . as the core data structure for our indexing
algorithms.

Here the overall results of Waldmeister were considered enough to conclude that it
implements the best indexing techniques.



Hence the only reasonable evaluation method is to apply a statistical anal-
ysis of the empirical behaviour of the different techniques on benchmarks cor-
responding to real runs of real systems on real problems. But one has to be
careful because one should not draw too many conclusions about the efficiency
of different techniques based on a comparison between different concrete imple-

mentations of them; many times these implementations are rather incomparable
due to different degrees of optimization and refinement3.

Our main contribution here is the design of the first method for comparing

different implementations based on a virtually unlimited supply of large real-
world benchmarks for indexing. The basic requirements to such benchmarks are
as follows. First, since different provers may impose different requirements on the
indexing data structures, a general means should be given for obtaining realistic
benchmarks for any given prover. Second, it should be possible to easily create
benchmarks by running this prover on any problem, and do this for a significant
number of different problems from different areas. Third, these benchmarks have
to reproduce real-life sequences of operations on the index, where updates (dele-
tions and insertions of terms) are interleaved with (in general far more frequent)
retrieval operations.

The method we use for creating such benchmarks for a given prover is to add
instructions making the prover write to a log file a trace each time an operation
on the index takes place, and then run it on the given problem. For example,
each time a term t is inserted (deleted, unified with), a trace like +t (resp.
−t, ut) is written to the file. Moreover, we require to store the traces along
with information about the result of the operation (e.g., success/failure), which
allows one to detect cases of incorrect behaviour of the indexing methods being
tested. Ideally, there should be enough disk space to store all traces (possibly in
a compressed form) of the whole run of the prover on the given problem (if the
prover terminates on the problem; otherwise it should run at least for enough
time to make the benchmark representative for a usual application of the prover).

The main part of the evaluation process is to test a given implementation
of indexing on such a benchmark file. This given implementation is assumed to
provide operations for querying and updating the indexing data structure, as
well as a translation function for creating terms in its required format from the
benchmark format. In order to avoid overheads and inexact time measurements
due to translations and reading terms from the disk, the evaluation process first
reads a large block of traces, storing them in main memory. After that, all terms
read are translated into the required format. Then time measuring is switched
on, and a loop is started which calls the corresponding sequence of operations,
and time is turned off before reading the next block of traces from disk, and so
on.

3 Unfortunately, in the literature one frequently encounters papers where a very tightly
coded implementation of the author’s new method is compared with other relatively
naive implementations of the previously existing methods, sometimes even run on
machines with different characteristics that are difficult to compare.



This article is structured as follows. Section 2 discusses some design decisions
taken after numerous discussions of the authors. Section 3 gives benchmarks for
term retrieval and index maintenance for the problem of retrieval of generaliza-
tions (matching a query term by index terms), generated by running our provers
Vampire [20], Fiesta [15] and Waldmeister [9] (three rather different, we believe
quite representative, state-of-the-art provers) on a selection of carefully chosen
problems from different domains of the TPTP library [25].

In Section 4 we describe the evaluation on these benchmarks of code trees,
context trees, and discrimination trees as they are provided and integrated in
the test package by their own implementors, and run under identical circum-
stances. As far as we know, this is the first time that different indexing data
structures for deduction are compared under circumstances which, we believe,
guarantee that experiments are not biased in any direction. Moreover, the im-
plementations of code trees and discrimination trees we consider are the ones of
the Vampire and Waldmeister provers, which we believe to be among the fastest
(if not the fastest) current implementations for each one of these techniques.
Hence for these two implementations it is unlikely that there are any differences
in quality of coding. Although context trees are a new concept (see [3]) and the
implementation used in the experiments (the only one that exists) was finished
only one week before, the implementation is not naive since it is based on earlier,
quite refined implementations of substitution trees.

All test programs, implementations and benchmarks mentioned in this paper
are publicly available at http://www.lsi.upc.es/~roberto.

2 Some design decisions

In this section we discuss some decisions we had to take, since they may be
helpful for the design of similar experiments for other term indexing techniques
in the future.

We decided to concentrate in this paper on the measurement of three main
aspects of indexing techniques (but the same methodology is applicable to other
algorithms and data structures, see Section 6 for examples).

The first aspect we focus on is the time needed for queries where the retrieval
condition is generalization: given a query term t, is there any indexed term l such
that for some substitution σ we have lσ = t? This retrieval condition has at least
two uses in first-order theorem provers: forward subsumption for unit clauses and
forward demodulation (simplification by rewriting with unit equalities). It is also
closely related (as an ingredient or prefilter) to general forward subsumption. It
is well-known to be the main bottleneck in many provers (especially, but not
only, in provers with built-in equality). Unlike some other retrieval conditions,
search for generalizations is used in both general theorem provers and theorem
provers for unit equalities. Some provers do not even index the other operations.

Though time is considered to be the main factor for system comparison,
memory consumption is also crucial, especially for long-running tests. During
the last years processor speed has grown much faster than memory capacity and



it is foreseen that this trend will continue in the coming years. Moreover, mem-
ory access speed is also becoming an important bottleneck. Excessive memory
consumption leads to more cache faults, which become the dominant factor for
time, instead of processor speed. In experiments described in [27], run on a rel-
atively slow computer with 1Gbyte of RAM memory, it was observed that some
provers consume 800Mbytes of memory in the first 30 minutes. The best modern
computers are already about 10 times faster than the computer used in these
experiments, which means that memory problems arise very quickly, a problem
that will become more serious in the coming years. For all these reasons, memory
consumption is the second object of measurement in this paper.

The third and last aspect we focus on here is frequency of updates (insertions
and deletions) and the time needed for them. In this field there exists an amount
of folk knowledge (but which, unfortunately, differs among researchers), about
the following questions. How frequent are updates in real applications? Is it
really true that the time needed for updates is negligible? Is it worth or feasible
to restructure larger parts of the index at update time (i.e., more than what is
currently done)?

Perfect filtering or not? Our definition of term indexing corresponds to perfect

filtering. In some cases implementation of imperfect filtering, when a subset or a
superset of candidate terms is retrieved, does not affect soundness and complete-
ness of a prover. In particular, neither soundness nor completeness are affected if
only a subset of candidate terms is retrieved, when the retrieved generalizations
are only used for subsumption or forward demodulation.

It was decided that only perfect filtering techniques should be compared.
Of course, this includes implementations based on imperfect filters retrieving
a superset of candidate terms, combined with a final term-to-term correctness
test. Indeed, comparing imperfect indexing techniques alone does not make much
sense in our context, since the clear winner in terms of time would be the system
reporting “substitution not found” without even considering the query term.

Should the computed substitution be constructed in an explicit form? When
search for generalizations is used for forward subsumption, computing the substi-
tution is unnecessary. When it is used for forward demodulation, the computed
substitution is later used for rewriting the query term. We decided that explicit
representation of the computed substitution is unnecessary since all indexing
techniques build such a substitution in an implicit form, and this implicit rep-
resentation of the substitution is enough to perform rewriting.

One or all generalizations? In term indexing, one can search for one, some, or
all indexed candidate terms. When indexing is used for forward subsumption or
forward demodulation, computing all candidates is unnecessary. In the case of
subsumption, if any candidate term is found, the query term is subsumed and can
be discarded. In the case of forward demodulation, the first substitution found
will be used for rewriting the query term, and there is no need either for finding
more of them. Hence we decided to only search for one candidate. Note that for



other retrieval conditions computing all candidate terms can be more appropri-
ate. Examples are unification, used for inference computation, and (backward)
matching, used for backward subsumption and backward demodulation.

How should problems be selected? It was decided for this particular experiment
that every participant contributes with an equal number of benchmarks, and
that the problems should be selected by each participant individually. There was
a common understanding that the problems should be as diverse as possible,
and that benchmarks should be large enough. Among the three participants,
Vampire is the only prover that can run on nonunit problems, so to achieve
diversity benchmarks generated by Vampire were taken from nonunit problems
only. Nonunit problems tend to have larger signatures than the unit ones. Quite
unexpectedly, benchmarks generated by Fiesta and Waldmeister happened to
be quite diverse too, since Fiesta generates large terms much more often than
Waldmeister.

But even if one collects such a diverse set of benchmarks, one cannot expect
that all practical situations are covered by (statistically speaking) sufficiently
many of them. For example, if one wants to check how a particular indexing
technique behaves on large signatures, our benchmarks suite would be inappro-
priate since it contains only two benchmarks in which signatures are relatively
large. Our selection of 30 problems is also inadequate if one wants to check how
a particular technique behaves when the index contains over 105 terms, since
the greatest number of terms in our indices is considerably less.

But it is one of the advantages of the proposed methodology that a potentially
unlimited number of new benchmarks with any given properties can easily be
generated, provided that these properties correspond to those occurring in real
problems.

Input file format. Input file format was important for a reason not having direct
relation to the experiments. The benchmark files, written in any format, are
huge. Two input formats have been proposed: one uses structure sharing and
refers to previously generated terms by their numbers; the other one uses a
stringterm representation of query terms. In the beginning it was believed that
the first format would give more compact files, but in practice this happened
to be not the case since a great majority of query terms proved to be small.
In addition, files with structure sharing did not compress well, so a stringterm
representation was chosen, see Figure 1. Finally, stringterms are easy to read
for humans which helped us a lot when one indexing data structure produced
strange results because an input file was mistakenly truncated.

But even compressed files with benchmarks occupy hundreds of megabytes,
which means that difficulties can arise to only store them in a publicly acces-
sible domain and transfer them over the Web. Fortunately, this problem was
easy to solve, since these files have a relatively low Kolmogorov complexity, an
observation that, this time, can also be used in practice: they have been pro-
duced by three much smaller generators (provers) from very short inputs, so for
reproducing the files it is enough to store the generators and their input files.



We also reconsidered our initial ideas about how to store the terms inter-
nally before calling the indexing operations. We experimented with complicated
shared internal representations, in order to keep the memory consumption of
the test program small (compared with the memory used by the indexing data
structures), thus avoiding noise in the experiments due to cache faults caused by
our test driver, since the driver itself might heavily occupy the cache. But finally
we found that it is better for minimising cache faults to simply read relatively
small blocks (of 2MB) of input from disk at a time, and store terms without
any sharing, but contiguously in the same order as they will be considered in
the calls to the indexing data structure. Of course the number of terms (i.e.,
of operations on the index) read from disk at a time should not be too small,
because otherwise timing is turned on and off too often, which also produces
noise.

This is an extract from a benchmark file generated by Waldmeister from the TPTP
problem LCL109-2. Comments have been added by the authors.

a/2 # each benchmark file starts with the

b/0 # signature symbols with respective arities

c/1 #

...

?ab0 # query term a(b,x0), "?" signals failure

?b # query term b

+ab0 # insert term a(b,x0) to the index

...

!ab5 # query term a(b,x5), "!" signals success

...

-accbb # delete term a(c(c(b)),b) from index

...

Fig. 1. An example benchmark file

Is the query term creation time included in the results? Despite the simplicity
of this question, it was not easy to answer. Initially, it was thought that time for
doing this should be negligible and essentially equal for the different indexing
implementations. However, in actual provers the query terms are already avail-
able in an appropriate format as a result of some previous operation, so there
is no need to measure the time spent on copying the query term. In addition,
some, but not all, participants use the flatterm representation for query terms
and it was believed that creating flatterm query terms from similarly structured
stringterms could be several times faster than creating terms in the tree form.
Hence it was decided that the time for creating query terms should not be in-
cluded in the results.

However, this decision immediately created another problem. An expensive
single operation for matching the query term against a particular indexed term



is the comparison of two subterms of the query term. For example, to check if
the term f(x, x) is a generalization of a query term f(s, t), one has to check
whether s and t are the same term. Such a check can be done in time linear
in the size of s, t. All other operations used in term-to-term matching can be
performed in constant time (for example, comparison of two function symbols
or checking if the query term is a variable). Now suppose that everyone can
create any representation of the query term at the expense of system time. Then
one can create a perfectly shared representation in which equal subterms will be
represented by the same pointer, and checking for subterm equality becomes a
simple constant time pointer comparison. Clearly, in practice one has to pay for
creating a perfectly shared representation, so doing this in system time would be
hardly appropriate4. The solution we have agreed upon is this: the representation
of the query term should not allow for a constant-time subterm comparison,
and for each participating system the part of the code which transforms the
stringterm into the query term should be clear and easy to localize (e.g., included
in the test driver itself).

3 Generation of Benchmarks

We took 30 problems from TPTP (10 by each participant), which created 30
benchmarks. The table of problems and simple quantitative characteristics of
the resulting benchmarks is given in Table 1. The first two columns contain the
name of the problem and the system that generated the problem. The third
column contains the number of symbols in the signature of the problem, for
example 3+4 means that the signature contains 3 nonconstant function symbols
plus 4 constants. In the following four columns we indicate the total number of
operations (Total in the table), insertions in and deletions from the index (Ins

and Del in the table), and the maximal size of the index in number of terms
(Max in the table) during the experiment. In the last four columns we show the
average size and depth of the indexed and query terms, respectively. Here by
size we mean the number of symbols in the term, and the depth is measured so
that the depth of a constant is 0.

4 Evaluation

We ran each indexing data structure on each benchmark, i.e., we did 90 experi-
ments. The results are given in Table 2. We measured time spent and memory
used by each system. In parentheses we put the time measured for index mainte-
nance only (i.e. insertions and deletions). This time was measured in a second run
of the 90 experiments, on the same benchmarks, but with all retrieval requests
removed.
4 Note that the (forward) matching operation is applied to formulae just after they

have been generated, with the purpose of eliminating or simplifying them. Hence it
is unlikely that they are in perfectly shared form, even in systems in which retained
formulae are kept in a perfectly shared representation.



problem and sig operations indexed terms query terms
generator Total Ins Del Max Size Depth Size Depth

BOO015-4 wal 3+4 275038 228 228 179 13.8 5.8 5.1 2.2
CAT001-4 vam 3+4 2203880 18271 3023 16938 26.0 9.9 7.1 2.9
CAT002-3 vam 4+4 2209777 12934 4181 11191 29.2 10.4 7.1 3.1
CAT003-4 vam 3+4 2151408 18159 4476 16606 28.3 10.6 7.1 2.9
CIV003-1 vam 6+14 3095080 70324 22757 47567 14.1 5.1 4.3 1.6
COL002-5 fie 2+7 940127 13399 5329 8353 25.4 9.3 7.5 2.8
COL004-3 fie 2+5 1176507 765 28 737 18.1 6.7 9.3 3.2
COL079-2 vam 3+2 2143156 14236 4619 9633 38.8 11.8 7.3 2.7
GRP024-5 wal 3+4 2686810 506 506 296 16.3 6.6 7.7 2.9
GRP164-1 fie 5+4 11069073 53934 3871 50063 16.4 6.1 5.9 2.4
GRP179-2 fie 5+2 10770018 52825 2955 49870 16.8 6.1 6.1 2.4
GRP187-1 wal 4+3 9999990 2714 1327 1387 12.0 5.3 5.0 2.0
GRP196-1 fie 2+2 18977144 3 0 3 26.3 7.0 10.8 4.8
HEN011-2 vam 1+10 4313282 4408 439 3969 10.7 4.1 2.7 0.8
LAT002-1 vam 2+6 2646466 26095 1789 24306 17.5 6.2 5.6 2.0
LAT009-1 wal 2+3 2514005 596 596 291 19.2 7.4 7.8 2.8
LAT020-1 wal 2+3 9999992 910 493 417 14.8 5.6 9.3 3.2
LAT023-1 fie 3+4 822539 4088 2065 2499 18.4 6.6 6.0 2.3
LAT026-1 fie 3+4 772413 6162 3509 4770 20.8 7.1 5.6 2.0
LCL109-2 fie 3+4 312992 4465 519 3947 16.7 6.1 6.0 2.6
LCL109-2 wal 2+1 463493 196 196 165 19.2 7.9 5.7 2.3
LCL109-4 vam 4+3 1944335 40949 3135 37817 20.0 5.7 8.1 2.7
RNG020-6 fie 6+6 2107343 4872 960 3912 17.4 5.4 6.3 2.4
RNG028-5 wal 5+4 3221510 304 304 218 31.4 9.0 14.0 3.8
RNG034-1 vam 4+4 2465088 15068 4589 11685 26.4 7.0 6.1 2.4
RNG035-7 wal 3+5 5108975 482 482 360 21.7 9.0 13.9 4.7
ROB006-2 wal 3+4 9999990 1182 34 1148 19.1 7.7 12.4 4.9
ROB022-1 fie 3+4 922806 2166 826 1341 21.4 9.3 6.5 2.8
ROB026-1 wal 2+4 9999991 648 15 633 16.9 7.9 12.6 5.0
SET015-4 vam 4+6 3664777 3256 995 2261 16.3 5.8 3.6 1.4

Table 1. Benchmark characteristics



Time. Vampire’s implementation of code trees is on the average 1.39 times than
Waldmeister’s implementation of discrimination trees and 1.91 times faster than
the current implementation of context trees5. These factors roughly hold for
almost all problems, with a few exceptions, for example on problem CIV003-1
Waldmeister is slightly faster than Vampire. The time spent for index mainte-
nance is in all cases negligible compared to the retrieval time, and there are
essentially no fluctuations from the average figures: Waldmeister spends on the
index maintenance 1.18 times less than Vampire and 1.49 times less than the
context trees implementation.

Memory. In memory consumption, differences are more important. On average,
the implementation of context trees used 1.18 times less memory than Vampire’s
implementation of code trees and 5.39 times less memory than Waldmeister’s
implementation of discrimination trees.

5 A short interpretation of the results

Although the main aim of this work was to design a general-purpose technique
for measuring and comparing the efficiency of indexing techniques in time and
space requirements, in this section we very briefly and globally describe why we
believe these concrete experiments have produced these concrete results.

5.1 Waldmeister’s discrimination trees

Waldmeister uses discrimination trees, which are like tries where terms are seen
as strings and common prefixes are shared, in its so-called perfect variant. Nodes
are arrays of pointers and can have different sizes: each node can have a child for
each one of the function symbols and for each one of the variables that already
occurred along the path in the tree, plus an additional child for a possible new
variable. During matching one can index the array by the currently treated
query symbol f , and directly jump to the child for f , if it exists, or to one of the
variable children. Note that the case where children for both f and some variable
exist (or for more than one variable), is the only situation where backtracking
points are created. Usually, queries are represented as the so-called flatterms of
[2], which are linked lists with additional pointers to jump over subterms t when
a variable of the index gets instantiated by t.

The results of our experiments for Waldmeister’s discrimination trees are not
unexpected. The implementation is very tightly coded, and in spite of the lower

5 Note that in these average times problems with large absolute run-times predomi-
nate. Furthermore, context trees are new (see [3]) and several important optimiza-
tions for them have not yet been implemented. According to the first author, they
are at least 3 times faster than the substitution trees previously used in Fiesta. We
welcome anyone who has an efficient implementation of substitution trees (or any
other indexing data structure) to compare her or his technique with ours on the same
benchmarks.



time (in seconds) memory (in Kbytes)

problem from Vam Wal Con Vam Wal Con

BOO015-4 wal 0.25 (0.00) 0.31 (0.01) 0.46 (0.01) 11 575 11
CAT001-4 vam 3.28 (0.34) 5.74 (0.31) 7.11 (0.41) 3859 13786 3109
CAT002-3 vam 2.90 (0.22) 5.51 (0.31) 6.67 (0.33) 2483 9281 2021
CAT003-4 vam 3.21 (0.34) 5.82 (0.34) 6.90 (0.46) 3826 13595 3086
CIV003-1 vam 7.57 (0.93) 7.13 (0.65) 15.57 (1.16) 3754 22664 3081
COL002-5 fie 1.30 (0.17) 1.55 (0.21) 2.61 (0.28) 925 6090 922
COL004-3 fie 0.96 (0.00) 1.22 (0.00) 2.39 (0.02) 80 727 86
COL079-2 vam 5.46 (0.29) 8.41 (0.26) 7.24 (0.43) 2769 9158 2138
GRP024-5 wal 3.54 (0.01) 4.82 (0.00) 7.44 (0.01) 19 591 22
GRP164-1 fie 17.60 (0.72) 24.60 (0.61) 32.06 (0.89) 5823 28682 5352
GRP179-2 fie 18.34 (0.71) 24.25 (0.60) 32.40 (0.87) 5597 29181 5207
GRP187-1 wal 10.44 (0.02) 11.68 (0.03) 17.64 (0.02) 96 903 97
GRP196-1 fie 6.96 (0.00) 11.92 (0.00) 15.45 (0.00) 1 543 1
HEN011-2 vam 3.36 (0.03) 3.39 (0.02) 5.18 (0.04) 221 2069 211
LAT002-1 vam 5.83 (0.32) 7.72 (0.29) 9.48 (0.44) 3164 14603 2554
LAT009-1 wal 3.78 (0.01) 4.97 (0.01) 5.97 (0.01) 19 591 20
LAT020-1 wal 17.73 (0.01) 24.97 (0.01) 29.87 (0.01) 30 631 31
LAT023-1 fie 1.10 (0.04) 1.49 (0.03) 1.92 (0.07) 198 1646 210
LAT026-1 fie 1.11 (0.09) 1.49 (0.07) 1.79 (0.12) 373 2813 371
LCL109-2 fie 0.47 (0.04) 0.65 (0.06) 0.80 (0.05) 508 2285 466
LCL109-2 wal 0.49 (0.00) 0.66 (0.00) 0.82 (0.00) 16 591 15
LCL109-4 vam 5.62 (0.70) 7.65 (0.46) 13.02 (0.72) 6703 24403 4986
RNG020-6 fie 2.25 (0.07) 3.19 (0.05) 5.33 (0.08) 544 2435 517
RNG028-5 wal 4.19 (0.01) 6.66 (0.01) 9.08 (0.01) 28 607 29
RNG034-1 vam 3.27 (0.33) 4.95 (0.21) 6.86 (0.34) 2545 8330 2125
RNG035-7 wal 8.19 (0.01) 12.10 (0.01) 18.55 (0.01) 36 647 37
ROB006-2 wal 9.88 (0.01) 14.31 (0.02) 21.60 (0.02) 128 1142 116
ROB022-1 fie 0.92 (0.03) 1.20 (0.03) 2.23 (0.03) 119 1086 101
ROB026-1 wal 8.52 (0.01) 13.35 (0.01) 17.34 (0.01) 69 807 68
SET015-4 vam 2.54 (0.02) 2.69 (0.02) 4.53 (0.05) 314 1373 258

total total

161.09 (5.48) 224.39 (4.64) 308.31 (6.90) 44258 201835 37248

In this table, we list the benchmarks, named after the TPTP problem they come
from, along with the prover run on the given problem. Vam stands for Vampire’s
code tree implementation, Wal for Waldmeister’s discrimination trees, and Con for the
context trees implementation. Between parentheses, times without retrievals, i.e., only
insertions and deletions.

Table 2. Results



amount of sharing than in other techniques, the retrieval speed is very high
because the low-level operations (essentially, symbol comparison and variable
instantiation) are very simple. It is clear that, especially for larger signatures
and deep terms, the kind of nodes used leads to high memory consumption.
Memory consumption is even higher because the backtracking stack needed for
retrieval is inscribed into the tree nodes, enlarging them even more. This speeds
up retrieval at the cost of space.

5.2 Context trees

As we have mentioned, in discrimination trees common prefixes are shared. In
substitution trees [6], terms keep their tree structure and all common contexts

can be shared (note that this includes the comon prefixes of the terms seen as
strings). Context trees are a new indexing data structure, where, by means of a
limited kind of context variables, also common subterms can be shared, even if
they occur below different function symbols (see [3] for all details). More sharing
allows one to avoid repeated work (this is of course the key to all indexing
techniques).

The basic idea is the following. Assume one has three terms h(x, f(t)),
h(x, g(t)), and h(b, f(t)) in the index, and let the query be h(b, f(s)) where the
terms s and t are large and s is not an instance of t. In a discrimination tree (and
in a substitution tree) t will occur three times, and two repeated attempts will
be made for matching s against t. In a context tree, the root contains h(x1, F (t))
(where F can be instantiated by a single function symbol of any arity) and an
immediate failure will occur without exploring any further nodes.

These experiments were run on a first implementation (which does not yet
include several important enhancements, see [3]), based on curried terms and on
an extension of substitution trees with equality constraints and where one does
not distinguish between internal and external variables. Due to the high amount
of sharing, context trees need little space, while still being suitable for compiling
(see below).

5.3 Vampire’s code trees

On one hand, Vampire’s code trees can be seen as a form of compiled dis-
crimination trees. One of the important conclusions that can be drawn from
the experiments is that it pays off to compile an index into a form of inter-
preted abstract instructions (similar findings have also been obtained in the
field of logic programming). Consider for instance a typical algorithm for term-
to-term matching TermMatch(query,set). It is clear that the concrete term set

is known at compile (i.e. index update) time, and that a specialized algorithm
TermMatchWithSet(query) can be much more efficient. If the whole index tree is
compiled, then also all control instructions become unnecessary (asking whether
a child exists, or whether a sibling exists, or whether the node is leaf, etc.). These



advantages give far more speedup than the overhead for interpreting the opera-
tion code of the abstract instructions (which can be a constant time computed
switch statement).

But code trees are more than compiled discrimination trees. Let us first
consider standard discrimination trees, where all variables are represented as a
general variable symbol ∗, e.g., different terms like f(x, y) and f(x, x) are both
seen as f(∗, ∗), and the corresponding path in the tree is common to both. This
increases the amount of sharing, and also the retrieval speed, because the low-
level operations are simpler. But it is only a prefilter : once a possible match has
been found, additional equality tests have to be performed between the query
subterms by which the variables of terms like f(x, x) have been instantiated.
One important optimization is to perform the equality tests not always in the
leaves, but as high up as possible in the tree without decreasing the amount

of sharing. This is how it is done in partially adaptive code trees [21]. Doing
the equality tests in the leaves would frequently lead to repeated work during
retrieval time. Also, according to the first-fail principle (which is often beneficial
in indexing techniques), it is important to impose strong restrictions like the
equality of two whole subterms as soon as possible. Due to the fact that it is
conceptually easier to move instructions than to restructure a discrimination
tree, code trees are very adequate for this purpose. Finally, code is also compact
and hence space-efficient, because one complex instruction can encode (matching
with) a relatively specific term structure.

6 Conclusions and Related Work

In Graf’s book on term indexing [6], the benchmarks are a small number of sets
of terms (each set having between 500 and 10000 terms), coming from runs with
Otter [12]. In other experiments also randomly generated terms are used. In all
of Graf’s experiments first the index is built from one set and then retrieval oper-
ations are done using as queries all terms of another set over the same signature.
As said, the drawback of such an analysis is that it is unclear how representa-
tive the sets of Otter terms are and how frequent updates are in relation with
retrieval operations. In addition, in real provers updates are interleaved with
queries, which makes it difficult to construct optimal indexes, especially in the
case of highly adaptive structures such as substitution trees or context trees.
Furthermore, in such experiments it is usually unclear whether the quality of
coding of the different techniques is comparable. Although the quality of code in
our provers can also be questioned, at least the authors of the discrimination tree
and code tree implementations believe that their code is close to optimal. Note
that, unlike all previously published papers, the systems participating in the
experiments are competitors, and benchmarks were generated by each of them
independently, so it is unlikely that the results are biased toward a particular
technique.

We expect more researchers to use our benchmarks and programs, which are
available at http://www.lsi.upc.es/~roberto, and report on the behaviour



of new indexing techniques. A table of results will be maintained as well at that
web site.

Other algorithms and data structures for indexing could be compared using
our framework; let us mention but a few:

1. retrieval of instances (used in backward subsumption by unit clause);
2. retrieval of instances on the level of subterms (used in backward demodula-

tion);
3. retrieval of unifiable terms;
4. forward subsumption on multiliteral clauses;
5. backward subsumption on multiliteral clauses.

Other interesting algorithms are related to the use of orderings:

1. comparison of terms or literals in the lexicographic path order or the Knuth-
Bendix order.

2. retrieval of generalizations together with checking that some ordering con-
ditions are satisfied.

We suggest anyone interested to contact the authors on the design of bench-
mark suites for these problems within the framework of this paper.
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